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Executive summary

With Al development and advanced analytics becoming increasingly critical for enterprise organizations, ensuring
that their development environments meet expectations is essential for producing quality Al applications. As
dataset sizes must grow exponentially to produce more accurate Al predictions and results, these environments
must be able to grow on demand, both with compute and storage capabilities. Because of this exponential data
growth, ingesting and performing advanced analytics in real time is essential to maintain relevant, timely
intelligence. In addition, organizations are looking to consolidate their Al development by simplifying the process
for faster results and lower costs.

Recently, engineers from HPE and Rocket® Vertica collaborated to qualify the HPE Alletra Storage MP X10000
object storage system with Rocket® Vertica® Enterprise Analytics, a key component of many Al development
implementations. As a result of that collaboration, this paper will discuss how the HPE Alletra Storage MP X10000
can be deployed for hosting the Rocket Vertica Enterprise Analytics platform data. The combination of the
analytical efficiency and flexible deployment model of Rocket Vertica Enterprise Analytics and the
high-performance, all-flash object storage of the HPE Alletra Storage MP X10000 makes for a powerful,

effective Al development environment.

Introduction to HPE Alletra Storage MP X10000

Built with Al development in mind, the HPE Alletra Storage MP X10000 offers an object storage architecture
designed to handle the most demanding Al workloads. With the capability to independently grow performance
and capacity, the HPE Alletra Storage MP X10000 can manage not only the growing datasets but also the need to
provide query results quickly. That results in Al development that increases in accuracy, improving the reliability of
results. The underlying architecture of the HPE Alletra Storage MP X10000 storage system allows an S3 bucket to
take advantage of all the processing power and speed throughout the system. This eliminates the need to create
multiple buckets spread across the hardware to get proper performance.

When combined with the ease-of-use of the GreenLake cloud, the HPE Alletra Storage MP X10000 provides a
compelling object storage option for Rocket Vertica Enterprise Analytics users.

Introduction to Rocket Vertica Enterprise Analytics software

Rocket Vertica Enterprise Analytics, formerly known as Vertica, is purpose-built for managing data for Al and
machine learning environments. The SQL-based relational database model makes for a familiar schema, but
additional support for C++, Python, Java, and R languages allows developers to create queries in the languages
they prefer. Its columnar storage model provides query efficiency by reducing the number of columns that
need to be accessed to return answers. Ingest can be managed from a variety of sources using streaming apps
for real-time ingest or ETL apps that handle batch uploads.

The architecture of a Rocket Vertica deployment centers on flexibility. Nodes can be added or reduced as needed
to meet throughput and compute needs. With each node being capable of handling both ingests and queries, the
dataset load can be distributed to take advantage of parallel processing automatically. The segmentation process,
or sharding, spreads out portions of the dataset across the nodes, with multiple copies of each shard providing
high availability within the cluster. Sharding also offers better performance by distributing the query load across
the nodes of the cluster.

Rocket Vertica can be deployed in one of two architectural models. The enterprise model relies on local onboard
storage to house the segments and so requires additional nodes to increase storage capacity. The Eon model
stores the data on external object storage referred to as communal storage while maintaining local caches called
depots for frequently queried data. In the configuration for this paper, an S3 bucket created on the HPE Alletra
Storage MP X10000 hosts the communal storage for the Rocket Vertica Eon cluster.
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Example deployment of Rocket Vertica Enterprise Analytics
environment

Figure 1illustrates how Rocket Vertica is deployed in Eon mode with communal storage provided by the

HPE Alletra Storage MP X10000. As the datasets and query counts grow in the Rocket Vertica environment, the
processing and capacity needs grow as well. The HPE Alletra Storage MP X10000’s disaggregated architecture
can grow processing and capacity independently as required to match those needs efficiently.

Rocket Vertica Enterprise Analytics Eon Cluster

HPE ProlLiant servers
> Eon Cluster Node Eon Cluster Node Eon Cluster Node Eon Cluster Node Eon Cluster Node
—| |03 (B I ) I ) 0 | I e
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HPE Alletra Storage MP X10000
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Figure 1. Rocket Vertica in Eon mode with HPE Alletra Storage MP X10000 being used as communal storage

The Rocket Vertica cluster requires a minimum of three nodes, but the node count can grow as needed. Each
node is connected through the S3 protocol to the bucket on the HPE Alletra Storage MP X10000 storage system.
As data is ingested into the database, it is first processed through the onboard depots on the nodes and is then
passed onto the communal storage bucket. The data is divided into the segments discussed earlier in a process
called sharding. Each node subscribes to a certain number of shards as per the segmentation strategy, with at
least two nodes subscribed per shard to facilitate high-availability and parallel processing.

Queries initiate a process called optimization. Each query is analyzed by the database optimizer, which
determines the best method to process the query. This process results in a query plan, which outlines each
node that will be used in parallel, as well as which shards need to be accessed. If the data is available in the
depot, the query is processed there. Otherwise, the data is pulled into the depot from the communal storage
bucket. Frequently, this can result in diminished query performance, since S3 buckets are typically not
optimized for high-performance capability.

Fortunately, the HPE Alletra Storage MP X10000 storage system is optimized for performance. The all-flash NVMe
SSD storage, the key-value store layer that optimizes flash access, and the compute capability of the scalable
HPE Alletra Storage MP X10000 processor nodes all work in tandem to provide a balanced read/write storage
environment for Rocket Vertica activity.
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Configuration of Rocket Vertica Enterprise Analytics cluster node
environment

Note
This configuration references Rocket Vertica Enterprise Analytics software version 24.1.x.

Planning the Eon cluster deployment

As noted earlier, a Rocket Vertica Eon cluster uses internal server storage to host the most frequently queried data
in cache storage called depots, while the main database is housed in communal storage on an S3 bucket. Proper
sizing of the depots and the communal storage is critical to maintaining the performance of the database. For
example, here is a sample guideline of possible depot and communal storage sizes based on data in the Rocket
Vertica hardware guide. A link to the guide is in the References section.

Table 1. Sample depot sizes based on total database size in communal storage

Total raw data size in Suggested onboard storage for Eon depot per
communal storage cluster node

Upto5TB 2-4 TB NVMe SSD

5-10 TB 2-4 TB NVMe SSD

10-50 TB 2-6 TB NVMe SSD

50 TB to 10 PB 2-8 TB NVMe SSD

The above storage guide can be a useful starting place for determining what size and type of physical servers
would be needed as Eon cluster nodes, and especially helpful in starting to size the appropriate object storage
platform. Fortunately, with the HPE Alletra Storage MP X10000, customers can grow capacity as needed, avoiding
huge up-front costs to ensure future growth.

More detail on additional considerations for the compute, storage, and networking can be found in the
Configuring your cluster for Eon mode section of the Rocket Vertica Enterprise Analytics documentation, listed in
the References section.

Rocket Vertica Enterprise Analytics software installation

Once the hardware environment has been determined and set up, the Rocket Vertica software can be installed
and the Eon cluster deployed. If it is not done already, access the Rocket Vertica portal with your Rocket Software
account and download both the appropriate RPM installation file for the host OS version and the Management
Console (MC) package.

Setting up a Rocket Vertica cluster in Eon mode begins with a thorough understanding of the prerequisites and
requirements of the database software. Rocket Vertica documentation should be reviewed prior to any
deployment. Supported platforms information offers more information on all supported platforms.

Tasks before installing Rocket Vertica Enterprise Analvtics is an especially important section to ensure a successful
installation by configuring all the OS settings, network configurations, and disk storage location for the Eon
onboard depot. Once complete on each Eon cluster node, proceed to install the previously downloaded RPM
install file through the command line on one of the nodes.

rpm -Uvh {path to installation RPM file}

Utilizing HPE Alletra Storage MP X10000 object storage with Rocket Vertica Enterprise Analytics | 5


https://docs.vertica.com/25.1.x/en/supported-platforms/
https://docs.vertica.com/24.1.x/en/setup/set-up-on-premises/before-you-install/

Once the RPM file is installed, run the installation script to copy the software to all other cluster nodes, set up
OpenSSH communication between the nodes, add an administrative user account, and perform some additional
OS configuration tasks.

/opt/vertica/sbin/install vertica --hosts {list of cluster node IP addresses
separated by commas} --rpm {path to installation RPM file}

Note

If the above installation script is run as is, it will automatically create the administrator user account dbadmin. If another non-
root account name is desired, refer to the basic installation parameters under Perform a basic install in the Rocket Vertica
documentation. Use the search function in the documentation to locate the Perform a basic install section. This document will
assume the dbadmin account is used.

Post-installation tasks

Once the Eon cluster is installed, there are additional steps needed to have a functional database setup. Refer to
the Rocket Vertica documentation for details on these remaining steps.

1. Install the license to use Rocket Vertica, as the software will not be operable until a license has been installed.
2. Install the appropriate client drivers to allow the desired programming languages’ connectivity to the database.

If desired, install the Management Console using the package downloaded previously. The MC provides a
web-based interface for managing the Eon cluster. See the Installing Management Console section of the
Rocket Vertica documentation for details on OS and hardware requirements, installation instructions, and so on.

At this point, the focus can now switch to the HPE Alletra Storage MP X10000 object storage to configure the
S3 bucket for communal storage.

Configuration of object storage on HPE Alletra Storage MP X10000

The setup of an S3 bucket to house the communal storage for Rocket Vertica is a simple process on the

HPE Alletra Storage MP X10000. Utilizing the Greenlake interface makes deployment as simple as a few clicks.
From the Object Service section of Data Services Cloud Console in GreenlLake, click on Buckets and then the plus
sign on the left to add a bucket.

HPEC— .. Storage WWBU TME ~ Home  Services Devices 8 @ &
GreenLake
Data Services Cloud Console |  Object Service v r,o.\
= Buckets
O  Name System Storage Tier Compression Capacity Used (GiB) Metadata Service Time $3 Request Data Transferred
[ tb-image-analy 4UWO0004796 HPE Alletra Storage P Enabled 393.69 3 19ms 1200 0.0 MiB
O  Ib-analytics AUWO0004796 HPE Alletra Storage MP Enabled 37638 3 0 0 0 ]
3
8
O Io-datar 4UW0004796 HPE Alletra Storage MP Enabled 322000 1 20ms 1200 0.0 MiB =
G
&
[  aps-image-repc 4UWO0004796 HPE Alletra Storage MP Enabled 0.00 0 0 0 0
(O  ebriceberg2 4UWO0005359 HPE Alletra Storage MP Enabled 0.00 o 0 o 0
C] eb-iceberg 4UW0005359 HPE Alletra Storage MP Enabled 0.00 0 0 [} 0
O  mivus 4UWO0005359 HPE Alletra Storage MP Enabled 0.00 0 0 0 0
- IninAAETER IRE Allsn faaceahin Fealiod ~in ~ N ~ N
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Figure 2. Starting the bucket creation process in Data Services Cloud Console of GreenLake
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Assign a name to the bucket and leave compression enabled to efficiently conserve storage space on the
HPE Alletra Storage MP X10000. If applicable, enable the desired bucket protection settings.

Create Bucket b d

®

General System Options Summary

* Bucket Name

vertica-eon

Compression @

Protection Policy

(3 vLocal Protection @

C] Remote Protection @

Figure 3. Assigning a bucket name, compression is enabled by default

Select the appropriate X10000 object storage system to house the bucket. Click Next to continue.

Create Bucket X
© ®
General System Options Summary
System

2 system(s) found. The recommended system is based on available free capacity.

ftc-rd-cluster03 ftc-s5359
Model HPE Alletra Storage MP Model HPE Alletra Storage MP
X10000 X10000
Serial # 4UW0004796 Serial # 4UW0005359
Capacity 30.16 TiB free of 30.16 Capacity 13.20 TiB free of 30.16
TiB TiB
RDMA Capable RDMA Capable

Cancel Back m

Figure 4. Selecting the desired X10000 system for the bucket
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If appropriate, configure quota settings and notifications for the bucket. The metadata option is not needed for
this procedure, so nothing is added here. Click Next to continue.

Create Bucket X

© © ®

General System Options Summary

Metadata @

Entries can be accessed in Object Storage Console.

No Metadata is added

Add

Figure 5. If desired, key-value information to assist with data retrieval can be added specifically for the bucket

Finally, confirm the bucket settings and press Create to initialize the new S3 bucket.

Create Bucket X
(A (A
© 2 & ®
General System Options Summary

General Name vertica-eon
Compression Enabled

System System Name ftc-rd-cluster03

Options S3 Notification Disabled
Metadata —

Cancel Back m

Figure 6. Creation of an S3 bucket in four clicks with the Object Service interface in Data Services Cloud Console of Greenlake
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Now, go to the main menu for Object Service and click on Users/Groups in the hamburger menu on the left. Here
is where we will create the equivalent of the AWS S3 access key and secret key for the bucket.

HPEC— i i 20
HPE Storage WWBU TME Home  Services Devices @
GreenLake 9 e ®
Data Services Cloud Console |  Object Service A
X
(A Dashboard
% Buckets

B Access Policies

A Users/Groups

e
I

= Tasks

x
]
F
3
&
o
e
g
n

Figure 7. Create a user account by accessing Users/Groups

Click the plus sign on the left to add the user. The username will be the access key for the S3 connection. Select
the appropriate HPE Alletra Storage MP X10000 object storage system. Select the appropriate access policy that
will allow read/write access to the bucket. The user wizard automatically creates a strong, randomly generated

password that will act as the secret key. Click Copy to copy/paste or download the password to a local file. Click
Create to complete the process.

Create User X

* User Name

eonaccess

* System

ftc-s4796 v

Serial #: SUW0004796

Groups

Access Policies [l

aps-rw v

Figure 8. Options for creating a user in Object Service
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Create User o

Groups

Access Policies [l

aps-rw '

* Make sure to save this one-time password

Password

Cancel

Figure 9. Copy and store the auto-generated password as the secret key

Important
Make sure to secure a copy of the password before creating the user account; it will not be shown again. Best practice would
be to save it to a local file that can be deleted after the S3 bucket connectivity has been established.

Connecting Eon cluster nodes to S3 storage from HPE Alletra Storage

MP X10000

Configuring AWS S3 API

The connection to the S3 bucket for the Eon cluster is established when the database is created. However, it is
best to verify connectivity through the S3 protocol to the HPE Alletra Storage MP X10000 prior to database
creation. There are a few steps that need to be taken to facilitate the connection. The HPE Alletra Storage MP
X10000 makes use of the AWS S3 API to establish connectivity between S3 buckets and their clients. If not
already installed on the Eon cluster host, download and install the AWS CLI. For example, if the OS is Red Hat®
Enterprise Linux® / CentOS (or one of the other RHEL-based variants) version 8 or later, use the following.

dnf install epel-release
dnf install awscli

Verify the package is installed correctly by checking the AWS CLI version with the following.

aws -version

Note
The above procedure installs AWS CLI version 2, which requires Python 3. If your OS environment still uses Python 2.7, you will
need to install AWS CLI version 1.
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Toinstall AWS CLI version 1, use the following.

curl "https://s3.amazonaws.com/aws-cli/awscli-bundle.zip" -o "awscli-bundle.zip"
unzip awscli-bundle.zip

cd awscli-bundle
./awscli-bundle/install -i /usr/local/aws -b /usr/local/bin/aws

With the AWS CLI installed, run the following CLI commands to populate the AWS S3 API with the credentials to
access the S3 bucket. Remember that the access key is the username created in Figure 7; the secret key is the
password you saved to a local file.

aws configure

AWS Access Key ID [None]: <youraccesskey>

AWS Secret Access Key [None]: <yoursecretkey>
Default region name [None]: {appropriate region}
Default output format [None]:

To test S3 connectivity to the HPE Alletra Storage MP X10000, run the following AWS CLI command to list all the
S3 buckets on the storage system.

aws -profile default s3api list-buckets -endpoint-url={HTTP/HTTPS address of the
front-end data network on the X10000}

When connectivity through the AWS S3 API has been confirmed, proceed with the database setup in Rocket
Vertica Enterprise Analytics.

Creating the Rocket Vertica Enterprise Analytics database

Note
A Rocket Vertica Eon database can be installed either using the admintools CLI or by accessing the Management Console
(MC). Since the MC is an optional interface, this paper will focus on the CLI procedure.

Log in to one of the Eon cluster nodes as dbadmin and use a text editor to create a configuration file that will be
read when the database creation command is run. The file can be called anything—in this instance it is called
auth_params.conf. Add the following lines to the file.

awsauth = {S3 bucket access key}:{S3 bucket secret key}
awsendpoint = {IP of X10000 front-end data network}:{port}
awsregion = us-east-1

awsenablehttps = @ {if HTTPS is not used - see the Rocket Vertica documentation for
more details on HTTPS-based access settings}

There are additional AWS S3 API settings that are recommended and should be considered. Refer to the
HPE Alletra Storage MP X10000 S3-Compatible APIs Protocol Guide.

Note
This procedure assumes that the onboard storage space for the depot has been allocated and mounted.
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Use the admintools command to establish the connection. For example:

admintools -t create_db -x auth_params.conf -s {nodel ip,node2 ip,node3 ip} -d
{database name} -p databasepwd --depot-path=<localfileystempath>/mydepot --shard-
count=6 --communal-storage-location=s3://{bucket name}/ -D
<localfilesystempathfordata> - ¢ <localfilesystempathforcatalog> -1
/home/dbadmin/vlicense.dat --depot-size 10T

The command extracts the variables in the auth_params.conf file to apply to the database, establishes the path to
the depot and the communal storage, and configures the settings for the database. If the license has not already
been added to the configuration, it can be added in this command.

After the database is online, there are some additional recommended settings that can be applied using SQL
commands.

ALTER DATABASE DEFAULT SET PARAMETER AWSStreamingConnectionPercentage = 0;
This command removes the default streaming percentage meant for coommunal storage in the cloud.

SELECT SET_LOAD_BALANCE_POLICY('ROUNDROBIN'); This activates native load balancing.

The Rocket Vertica configuration using communal storage hosted by the HPE Alletra Storage MP X10000 object
storage system should now be complete.

Additional testing with X10000 and Rocket Vertica Enterprise Analytics

As a follow-up to the qualification effort, HPE engineering ran additional performance tests with a larger dataset
and Rocket Vertica configuration to compare with similar testing done by Amazon Web Services. The test results
imply some significant comparisons between the two solutions.

Note

The HPE testing described below was done with a 10 TB Rocket Vertica dataset. The AWS testing used a 5 TB dataset. After
consulting with Rocket Vertica engineering, the opinion was that the AWS numbers could be logically doubled to equal a 10 TB
test environment.

One of the measured parameters in the Rocket Vertica TPC-DS script measures query run time with the Rocket
Vertica database’s onboard depot enabled. This ensures that the data will be processed using onboard data,
measuring the capability of the server hardware. Three metrics are measured:

— Total time to load the dataset

— Query run time using a single user

— Query run time with three concurrent users. The results are in Figure 10 below.
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Figure 10. Measurements of time elapsed for the HPE solution vs. AWS

The load time was approximately 9 times faster for the HPE solution as compared to AWS. For the query run tests,
HPE was about 40% faster with one user and over 4 times faster with three users, highlighting the processing and
onboard storage speed of the HPE ProLiant server nodes compared to AWS EC2.

The second set of tests also measured query run capability, but this time, the onboard depot was disabled. This
meant that all the queries would happen with the data residing on the Eon communal S3 storage. This test set
simulates data queries that must pull data from the S3 bucket since the queries cannot be resolved locally. The
results are seen in Figure 11 below.

TPC-DS Query Run Time—Depot Off

1200
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200

1user 3 users

M HPE 10 TB Depot Off AWS 5 TB doubled to 10 TB Depot Off

Figure 11. Query run test results comparing HPE to AWS with all queries directed to the Eon communal storage
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Naturally, with all the queries coming from S3 buckets, the overall performance is slower. In the single user portion
of the test, both solutions showed fairly similar results. However, the three-user test showed a 2x advantage for
HPE over AWS. This highlights the capability of the X10000 S3 storage in an area that is generally a worst-case
scenario for Rocket Vertica users.

In both query-run-time scenarios, the HPE solution produced significant improvement as the load increased. This
can imply that as the solution grows in complexity and scale, the HPE solution is more capable at handling that
growth. In addition, the much greater load time in the first scenario highlights a key performance advantage in an
area that can frequently be a performance drain in a Rocket Vertica deployment.

Another key metric that was measured during the testing was data compression. By default, Rocket Vertica
compresses data as it is stored in communal storage. This feature can make a considerable difference for space-
constrained environments as well as by freeing up shared storage space for other uses. The HPE X10000 also
enables compression for its S3 buckets, adding additional space savings for the Eon mode deployment.

By itself, Rocket Vertica was able to compress the 10 GB TPC-DS dataset down to 3.8 GB, a space savings of over
60%. The X10000 was able to further compress the data down to 3.4 GB, shrinking the dataset another 9%. These
combined space reductions could make a tremendous difference in reducing customer storage costs by
managing the footprint of the database as it grows.

Conclusions

Al deployment is morphing in many different directions, and Al developers must have a modeling environment
that is flexible enough to handle ever-growing datasets, efficient enough to streamline the development process,
and that can perform at a consistently high level. As a result of this joint qualification effort between HPE and
Rocket Vertica, customers can feel assured that the deployment of Rocket Vertica Enterprise Analytics with the
HPE Alletra Storage MP X10000 will deliver a quality, high-performance Al model training solution. Both products
are built with flexibility, efficiency, and performance in mind, and as the HPE Alletra Storage MP X10000 evolves to
include even more groundbreaking features, the investment in the HPE object storage system will pay even
greater dividends to organizations focusing on Al application development.
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