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Instead of adding more complexity, enterprises
can consolidate multiple workloads onto powerful
server platforms. This approach accelerates
innovation, reduces costs, improves energy
efficiency, and strengthens security

Pressure to do more with enterprise data
and Al

Today’s enterprises face growing pressure to do more with data and Al—the
faster, more securely, and at lower cost. Scaling Al workloads often means
more servers, more complexity, and higher energy bills. HPE and NVIDIA
have partnered to deliver a unified platform that simplifies infrastructure,
accelerates workloads, and reduces operational costs. The HPE ProLiant
Compute DL380a Gen12, equipped with NVIDIA RTX PRO 6000 Blackwell
Server Edition GPUs, delivers up to 48x performance,’ 48% lower cost,

and 25% less power consumption compared to previous solutions.? This
platform is designed to future-proof your business while reducing risk.

Supporting diverse accelerated workloads

Modern enterprises require powerful performance for a wide range of
accelerated workloads, including:

— Robotics simulation

— Content creation

— Data science and analytics

— Live media and digital twins

— Video and image generation

— Genomics and drug discovery

— Recommender systems

— Virtual workstations

— Al agents

The HPE ProLiant Compute DL380a Genl2 platform is engineered to

support all these workloads, providing the flexibility and scalability needed
for today’s mixed and evolving enterprise environments.

“NVIDIA RTX PRO Servers With Blackwell Coming to World’s Most Popular Enterprise Systems,” NVIDIA, August 11, 2025.

2NVIDIA RTX PRO 6000 performance 2x versus L40S (Actual 1.7x-6.8x), 4x versus L4 (actual 4.4X-7.6X)—"Where Al and Graphics Converge: NVIDIA Blackwell
Universal Data Center GPU Accelerates Demanding Enterprise Workloads” 2:1 consolidation, cost, and power savings are based on based on comparison 1x
DL380a Gen12 with eight NVIDIA RTX PRO 6000 versus 2x DL380a Gen12 each with sixteen NVIDIA L4 or 8 L40S GPU. Cost savings based on list price and
subject to change without notice.
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https://nvidianews.nvidia.com/news/nvidia-rtx-pro-servers-with-blackwell-coming-to-worlds-most-popular-enterprise-systems
https://blogs.nvidia.com/blog/rtx-pro-6000-blackwell-server-edition/
https://blogs.nvidia.com/blog/rtx-pro-6000-blackwell-server-edition/

3"How far can your IT infrastructure go?”
Vertiv, August 8, 2024.

Enterprise IT constraints and opportunities
Most organizations face several constraints:

— Mixed and evolving workloads

— Budget and software tooling requirements

— Power and cooling limitations (75% of racks are 20 kW and below?)

— Security concerns, including emerging threats such as quantum
computing

PCle GPUs are essential for granular node deployment, allowing customers

to augment existing infrastructure without major changes. Security remains
a top priority, with data becoming more valuable and risks increasing.

Why HPE and NVIDIA?

HPE ProLiant Compute DL380a Gen12 and NVIDIA RTX PRO 6000
Blackwell Server Edition deliver:

— Future-ready performance—Delivers up to 45x faster than CPU-based
workloads

— Enterprise-grade security—Provides FIPS 140-3 level 3 certification,
quantume-resistant encryption, and silicon root of trust from HPE

— Al-driven automation—Enables HPE Compute Ops Management to
automate lifecycle tasks and reduce downtime

— Energy and economic efficiency—Achieves up to 25% lower power
consumption and 48% lower total cost of ownership

With HPE and NVIDIA, organizations invest in a secure, scalable, and
future-proof foundation for their enterprise workload strategy.

Enterprise and Al platform overview

HPE ProLiant Compute DL380a Gen12

— 4U rack-optimized, ultra-scalable Al server—Purpose-built for
high-performance Al, machine learning (ML), and high-performance
computing (HPC) workloads

— High GPU density—Supports up to eight NVIDIA RTX PRO 6000
Blackwell Server Edition GPUs for accelerated compute and advanced Al
model training

— Dual Intel® Xeon® 6 processors—Delivers up to 144 cores for
exceptional scalability and throughput

— Flexible storage architecture—Accommodates up to 16 EDSFF drives
for high-capacity, low-latency storage options

— Advanced cooling solutions—Offers air cooling or direct liquid cooling
for optimized thermal performance in dense configurations
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HPE ProLiant DL385 Gen11
— 2U rack-optimized enterprise server—Designed for performance,
scalability, and efficiency in demanding workloads

— GPU acceleration—Supports up to four NVIDIA RTX PRO 6000 Blackwell

— Dual AMD EPYC™ 5th Gen processors—Delivers up to 192 cores for
exceptional parallel processing

— High-speed memory—Delivers up to 6 TB of DDR5 memory for faster
data access and improved application performance

— Flexible cooling options—Offers air cooling or direct liquid cooling to
optimize thermal management for your environment

HPE ProLiant Compute DL380 Gen12
— 2U rack-optimized enterprise server—Built for versatility and
performance of enterprise workloads

— GPU acceleration—Supports up to three NVIDIA RTX PRO
6000 Blackwell

— Dual Intel Xeon 6 processors—Delivers up to 144 cores for exceptional
scalability and processing power

— High-speed memory— Provides up to 8 TB DDR5 memory for faster
data throughput and improved application responsiveness

— Advanced cooling solutions—Offers air cooling or direct liquid cooling
for optimized thermal performance in dense configurations

NVIDIA RTX PRO 6000 Blackwell Server Edition
This GPU is engineered for breakthrough Al performance, graphics
acceleration, and secure multi-instance environments.

— 96 GB ECC GDDR7 memory with up to 1.6 TB/s bandwidth

— bth-generation Tensor Cores with FP4 precision and 2nd-generation
Transformer Engine for accelerated Al workloads

— Full media pipeline featuring 4 NVENC and 4 NVDEC engines for
advanced video and image processing

— 4th-generation RTX technology, neural shaders, and DLSS 4 for
real-time rendering and visualization

— Multi-instance GPU (MIG) and virtual GPU (vGPU) support for secure,
multitenant environments

— Confidential computing with hardware-based runtime isolation and
secure boot

— PCle Genb x16 connectivity, dual-slot passive cooling, and up to
600W TGP

— 24,064 CUDA cores, 752 Tensor Cores, and 188 RT cores for massive
parallel compute capability
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Reference architecture for multiworkload
solutions

Solution software layer

Vector database NVIDIA NIMs Graph database

Networking

Compute

Intel Xeon 6
AMD EPYC

Storage

HPE NVMe Gen4 High
Performance SSD

Al Compute

RTX PRO 6000 Blackwell

Server Edition

Mellanox Ethernet
100Gb 2-port

Management
HPE iLO
HPE Compute Ops
Management

PN

HPE ProLiant DL380a

Figure 1. Reference architecture for multiworkload

HPE ProLiant DL380 or
DL385

Reference configurations for multiworkload

solutions

Table 1. Technical configuration for multiworkload

NVIDIA RTX PRO
6000 Blackwell

HPE ProLiant

Recommend
workloads

Proposed bundles

Up to four

DL380 Gen12
DL385 Genl

Virtual workstation
3D visualization
Simulation
Multiagent RAG
VSS

— 2x RTX PRO 6000
— 256 GB DDR Memory

— NVIDIA® ConnectX-7
100 Gb 2-port

— Latest AMD or Intel®
processor
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Up to eight

DL380a Gen12

Virtual workstation
Physical Al

Digital twins
Engineering simulation

Biomedical Al

— Three sizes (S, M, L)

— Up to 8x RTX PRO
6000

— Upto1TB DDR5
Memory

— NVIDIA ConnectX-7
100 Gb 2-port

— 2x Intel Xeon 6



Security: chip-to-cloud protection

HPE delivers industry-leading security from silicon to cloud:

— Immutable silicon-based boot ensures a known-good state at every startup

— Tamper-resistant secure enclave protects keys and firmware integrity

— FIPS 140-3 level 3 certification and quantum threat protection

— Trusted supply chain and proactive security management

— Confidential computing protects data and models during processing,
meeting regulatory requirements

This layered, hardware-anchored approach secures Al and enterprise
workloads against today’s and tomorrow’s threats.

Enabling innovation across industries

One platform handles Al, graphics, and virtual desktop infrastructure (VDI)
workloads with speed, security, and efficiency, enabling innovation across
all industries. Here are some examples:

Table 2. Key industry verticals and use cases

Industry

Financial
services

Manufacturing

Healthcare and
life sciences

Media and
entertainment

Key workloads

— Real-time fraud

detection

— Compliance

automation

Secure VDI trading
desktops

Digital twins for
factory optimization
Robotics simulation
Engineering VDI
workstations
Genomics and drug
discovery

Medical imaging
acceleration

Remote radiology
workstations
Rendering and VFX
Video analytics

Virtual production
workstations

Use cases

Al accelerates fraud
prevention and regulatory
compliance while secure VDI
protects sensitive trading
environments and customer
data

Digital twins and robotics
simulation drive operational
efficiency and innovation;
VDI enables secure, remote
engineering collaboration

Accelerated Al speeds up
drug discovery and genomics
analysis, improves imaging
diagnostics, and supports
remote clinical workflows

High-performance graphics
and Al enable faster content
creation, advanced analytics,
and immersive virtual
production environments
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Multiworkload benchmark results

— Single platform supports both VDI and Al workloads
efficiently

— Consistent VDI user experience maintained during Al
workload implementation

— Minimal performance impact when consolidating
VDI and Al infrastructure
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— Workstation-class graphics combined with real-time
Al acceleration

— Reduced hardware footprint lowers cost and
simplifies infrastructure management
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Summary

— Single platform supports both VDI and Al workloads efficiently

— Consistent VDI user experience maintained during Al workload
execution

— Minimal performance impact when consolidating VDI and Al
infrastructure

— Waorkstation-class graphics combined with real-time Al
acceleration

— Reduced hardware footprint lowers cost and simplifies
infrastructure management

Figure 2. VDI EuX scores for multiworkload scenario

Simplify and automate the lifecycle management

HPE Compute Ops Management is a cloud-based

platform designed to simplify and automate the lifecycle
management of HPE ProLiant servers across data center,

edge, and cloud environments. It provides a single,
secure console for managing server infrastructure at
scale, reducing operational complexity and risk.

Key features

— Automated lifecycle management—Streamlines
firmware, BIOS, and driver updates across all servers
with policy-driven automation. Reduces manual
intervention and ensures consistent compliance.

— Al-driven insights—Leverages built-in analytics to
proactively identify issues, optimize performance,
and predict potential failures before they impact
operations.

— Global operations—Manages distributed
environments from a single pane of glass, whether
servers are on-premises, at the edge, or in the cloud.

— Security and compliance—Enforces security
policies and automates compliance checks across
the entire server fleet. Secures connections to
servers without extra complexity.

— Reduced downtime—Delivers customers report
up to 4.8 hours less downtime per server per year,*
thanks to proactive monitoring and automated
remediation.

— Operational efficiency—Enables organizations
to spend up to 75% less time managing servers,®
freeing IT teams to focus on strategic initiatives.

— Managed service provider (MSP) mode—
Segments tenants and maintains governance for
service providers and large enterprises.

HPE Compute Ops Management transforms server
operations, enabling faster deployment, simplified
updates, and robust security—all from a unified
cloud console.

45 A commissioned study conducted by Forrester Research, New Technology: The Projected Total Economic Impact™ of HPE Compute Ops Management,

June 2024. Results are for a composite organization.
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Boost the value and reliability of
your IT investments

HPE Services increases the value and reliability of your
IT investments. Two core offerings—HPE Tech Care

— Lifecycle management from installation to upgrades
— Rapid incident response and ongoing optimization

With HPE Tech Care Service and HPE Complete Care
Service, HPE helps protect, optimize, and support your

Service and HPE Complete Care Service—provide
proactive support and protection for your infrastructure.

most demanding workloads—accelerating time to value
and reducing risk so your team can focus on innovation.

HPE Tech Care Service delivers rapid response, expert

troubleshooting, and ongoing health checks.

— 24x7 access to HPE experts

— Proactive monitoring and automated case creation
— Flexible coverage and access to technical resources

HPE Complete Care Service offers comprehensive,
personalized support for complex environments.

— Dedicated account team and tailored support plans

Future-ready, secure, and scalable
platform

The HPE ProLiant Compute DL380a Gen12 with
NVIDIA RTX PRO 6000 Blackwell Server Edition is

a future-ready, secure, and scalable platform for
enterprise and Al workloads. It simplifies infrastructure,
accelerates innovation, and delivers significant cost
and energy savings. With industry-leading security,
management, and performance, this solution
empowers organizations to enable new levels of

productivity and operational efficiency.

Visit HPE.com

Learn more at
HPE ProlLiant Al solutions

HPE | < nviDIA
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