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The performance benchmarks, costs for solutions, and the corresponding values discussed in this paper were obtained from HPE. All
performance benchmark values and solution costs are provided "AS IS," and no warranties or guarantees are expressed or implied by Cabot
Partners. Actual performance may vary and is dependent upon many factors, including system hardware configuration and software design
and configuration. Buyers should consult other sources of information to evaluate the performance of solutions they are considering
buying and should consider conducting their own application-oriented testing.



1 Executive Summary

Leading manufacturers rely on computer-aided engineering (CAE) software to produce higher-quality, better-performing products.
With these applications, engineers can more easily pinpoint design flaws and reach key insights faster, reducing the need for physical
profotyping.

CAE applications require high-performance computing (HPC) infrasfructure to opfimize performance and minimize runtimes. The
combination of AMD EPYC™ processors and Hewlett Packard Enterprise (HPE) Cray and ProLiant servers, along with fight
collaboration with leading ISVs, is proven to yield top results for CAE application performance.

This white paper helps manufacturers decide which CPU is most appropriate for their CAE application needs and provides details on
HPE servers recommended for CAE. Please note the scope is limited to CAE workloads on CPUs; the paper does not cover GPU
recommendations or Al workload performance requirements.

2 Introduction: CAE Disciplines and Performance Considerations

CAE has become an indispensable element in the design and testing of a variety of products. Whether it's measuring the velocity
of air through a jet engine, analyzing vehicle safety, testing interoperability of parts, or gauging a device’s power efficiency, the
ability of engineers 1o build better products depends on knowing how their designs will perform in the real world. CAE addresses
this challenge by empowering engineers to evaluate and refine design accuracy through high-fidelity computer simulations,
eliminating the need for costly physical prototypes. This leads to optimized product performance, reduced total cost of
ownership (TCO), and accelerated time-to-markef.

CAE encompasses several disparate engineering disciplines, including computational fluid dynamics (CFD) for vehicle
aerodynamics and cooling systems, explicit finite element analysis (FEA) for applications such as drop testing and crash
simulation, and implicit FEA for disciplines like mechanical engineering and noise, vibration, and harshness (NVH). To optimize
simulation performance, each discipline has unique requirements in categories such as compute, memory, networking, and
storage performance. Table 1 below summarizes these requirements; Table 5 in the following section provides greater defail on
performance needs, CPU features, and system recommendations for top CAE applications in each category.

TABLE 1. High-Level CAE Use Cases and Typical Workload Profiles

Discipline High-Level Workload Profile: CPU Requirements

Computational Fluid Dynamics (CFD) Requires high memory capacity and bandwidth, high fabric latency, medium/high
CPU frequency, AVX-512 support, and high cache per core

Finite Element Analysis (FEA) - Explicit Requires high memory capacity, high CPU frequency, high fabric latency, AVX-
512 support, and high cache per core

Finite Element Analysis (FEA) - Implicit Requires high-frequency CPUs and AVX-512 support; other requirements vary
by application

Regardless of discipline, ensuring a high level of design fidelity requires larger, more complex CAE models with multiple iterations
needed to reach the best-performing design. Engineering teams must also collaborate across disciplines to model complex systems
and optimize workflows, which increases demand on the compute infrastructure. By leveraging high-performance computing (HPC)
clusters to run simulations faster, manage larger datasets, and enable more effective collaboration, manufacturers can significantly
shorten development cycles, lower costs, and improve product quality — ultimately boosting customer satisfaction.

To ensure top performance, manufacturers must choose HPC systems tailored for the specific mix of engineering applications they
use and their related performance requirements. Identifying the right combination of hardware and software for optimal CAE
performance is a complex challenge. In addition, since many CAE applications are licensed by core, maximizing performance per
core is essential.

To navigate these challenges, manufacturing leaders should consult with HPE and AMD, both of whom offer proven performance
leadership and deep application expertise to ensure the customer’s infrastructure is optimized specifically for their unique
workloads.
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2.1 HPE and AMD for CAE

The strafegic alliance between HPE and AMD reflects a long-tferm commitment to delivering the best possible application
performance for customers. HPE currently holds 31% market share among traditional HPC suppliers® and works with numerous
clients across various manufacturing segments. Leading CAE commercial and open-source applications show outstanding
performance on HPE systems powered by AMD EPYC™ processors, which deliver record-breaking performance across a range of
industry benchmarks.?

HPE provides a broad solution portfolio tailored for CAE, supported by an ecosystem of established CAE software and solution
partnerships. In addition, HPE employs the largest applications and performance engineering feam in the industry, with numerous
PhDs focused specifically on CAE applications. Additionally, HPE conducts extensive performance characterization on various AMD
processors, in partnership with ISV collaborators, to deliver best-in-class performance. For further information about HPE CAE
solutions or performance benchmarking, contact your HPE representafive.

3 CAE Workload Profiles and Requirements

As noted in the previous section, CAE applications have unique requirements for optimal performance — different applications will
perform differently on the same system, depending on their performance needs. Key infrastructure features that can contribute to
better CAE performance include:

» Processor features will matter to varying degrees for workloads in different disciplines. While most workloads require
high levels of L3 cache and fabric latency with medium to high frequencies, features such as core count and memory
bandwidth/capacity may be less critical depending on the application.

« System hardware needs fo offer high levels of density, efficiency, scalability, configuration flexibility, storage flexibility,
power/cooling, and overall manageability.

Important note: Our focus in Sections 3 and 4 is on identifying the ideal system and processor attributes that would yield best-
case performance for each application. In a perfect world, engineering teams would host dedicated systems for individual
applications, customized specifically for that application’s needs. In the real world, however, most manufacturers run multiple jobs
from different disciplines on the same cluster and must choose the best processor to support this range of prioritized codes. We will
address this challenge in Section 5.

3.1 Computational Fluid Dynamics

CFD applications are used for simulating the flow of air, fluids, heat, and viscous material, and have many uses in a wide variety of
industries—including aeronautic science, drag simulation in car shape design, and jet and thermal flow in engine design. Models
require preprocessing to set up the mesh, boundary conditions, and load factors, which affect runtimes and the quality of results.
Applications are highly scalable to hundreds of thousands of cores. Workloads are typically analyses of complex, often unstructured
meshes with tens to hundreds of millions of cells. Models require preprocessing to set up the mesh, boundary conditions, and load;
these factors affect runtimes and the quality of results.

TABLE 2. CFD Workload Characteristics In general, a well-balanced CPU is key to good CFD performance. To achieve
optimum performance, CFD applications like OpenFOAM® and Ansys® Fluent®

Performance Factor Importance . . . . ..

. . need high levels of memory capacity and memory bandwidth, with sufficient
Memory capacity Hﬁgh memory per core 1o help maximize system performance. HPE recommends that
Memory bandwidth High . .
Fabric latency High all memory channels on each processor be filled with Dual Rank DDR5 DIMMS.
Core count Medium While performance can vary by application, in general, high core counts (ie,
Frequency Medium/High over 128 cores per server node) may limit software performance due to a lack
L3 cache High

of memory bandwidth needed to feed all the extra cores.

However, CPUs with higher core counts typically have correspondingly high levels of L3 cache, so users can, in some cases, over-
provision the CPU to take advantage of large L3 cache divided across fewer cores, effectively increasing cache per core. Taking a
more granular approach to job optimization in this manner can yield performance dividends - for example, CFD jobs on a 128-core
CPU with 512MB L3 cache running half (or less) populated to maximize use of all cores.

1 Hyperion Research HPC Market Update, November 2024.

2 HPE ProLiant Gen11 servers with AMD EPYCTM processors shatter 29 world benchmark records
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This can be further refined by pinning cores to specific CCUs on the CPU, leveraging the advantages of localized cache within the
CCU for the current AMD EPYC processor generation. For example, using the 96-core EPYC 9655 CPU with 384MB L3 Cache, but
only running on 48 cores, would deliver 8MB per core. Based on HPE benchmarking experience with CFD applications, 48 or 64
cores tends to represent the limit after which adding additional cores has less bearing on time to results.

CFD workloads are not highly dependent on core frequency, although some codes may benefit from higher clock speeds and turbo
performance. Some manufacturers may opt for SKUs with low thermal design power (TDP) for use in power-constrained
environments. For CFD, I/O performance is generally not a critical performance factor except for tfransient models involving large
amounts of dafa generafed during simulation.

3.2 Explicit Finite Element Analysis (FEA)

Explicit FEA analysis using iterative direct solver type models is used for high-impact and short-duration simulations, where each
step fakes into account forces like mass and inerfia from the previous step. Examples include crash festing, impact analysis (such as
drop festing), and blast simulations. Such “nonlinear” events are modelled o predict cascading damage fo strucfural and
component integrity.

Explicit FEA workloads typically involve nonlinear problems with large, high- TABLE 3. Explicit FEA Workload Characteristics
fidelity models and complex, dynamic load cases. Model sizes can range from
- . R . Performance Factor Importance

small components at 1-2 million elements to full-vehicle simulation at up fo 40-

s Memory capacity High
50 million elements. Memory bandwidth Medium

Fabric latency High

All FEA applications, including explicit applications like Ansys® LS-DYNA®, Core count Medium
Siemens/Altair Radioss® and SIMULIA Abaqus/Explicit, are primarily per-core- Frequency High
licensed commercial codes, typically running on large clusters with input L3 cache High

datasets ranging from 1-2 GB or more. Depending on the industry, the core

count varies from a few hundred cores per job (for example, in the auto industry) to thousands of cores per job (for example, in
aerospace and large labs). Because repeatability and consistency of results are paramount, workloads generally run on a fixed
number of cores per job.

The performance profile for Explicit FEA is similar in some ways to CFD, with jobs that are sensitive to memory capacity, fabric
latency, and L3 cache. However, Explicit FEA workloads sometimes see greater benefit from higher core counts and frequencies
than CFD workloads, and they are less sensitive to memory bandwidth. Many Explicit FEA tasks scale well, so the interconnect is
vital. The impact of inferconnect latency is particularly high for crash and impact analysis applications like Ansys LS-DYNA or
SIMULIA Abaqus/Explicit. Once a crash is ongoing, the user will have an increasing number of small and medium-sized MPI
messages to transfer. Furthermore, FEA Explicit codes will benefit from CPUS that support AVX-512 instructions, which offer very
high performance per core to help efficiently utilize per-core software licenses.

3.3 Implicit Finite Element Analysis (FEA)

Implicit FEA analysis using sparse direct solver type models is used for relatively static problems in which the time dependency of
the solution is not an important factor, such as the analysis of forces on structures. Implicit FEA analysis can be static or dynamic;
the analysis usually uses longer time steps but can require more computational resources as the problem size increases. Model
sizes are measured by degrees of freedom (DoF) and can vary widely. Relatively small, simplified models for static analysis may
include just a few hundred or thousands of DoF. In contrast, dynamic analysis involving full-vehicle models can scale up to tens of
millions of DoF, plus hundreds to thousands of components and properties.

TABLE 4. Implicit FEA Workload Characteristics As with Explicit FEA, Implicit FEA applications (such as like Ansys® Mechanical™
and SIMULIA Abaqus/Standard) are primarily per-core-licensed commercial

Performance Factor Importance . k Lo i i
- codes, typically running on nodes within large clusters. Applications tend o

Memory capacity Medium . . s . .
Mermory bandwidih Medium offer a wide range of analysis ;apabﬂmes, from structural gngmeermg and NVH
Fabric latency Medium or nof needed for to thermal, fransient, and nonlinear capabilities. Dataset size can vary

running on a single node dramatically depending on the specific use case.
Core count Medium
Frequency High Implicit workloads do not require high memory bandwidth per core and offen do
L3 cache Medium

not scale as well as CFD applications. Instead, Implicit FEA workloads require
high clock speeds (3.4 GHz or more) and moderate core count (at least 32
cores on a two-socket system). Higher core counts provide mixed benefits for different solvers -- codes such as Ansys Mechanical
should use lower core counts; however, scalable parallel solvers such as the MUMPS (Multifrontal Massively Parallel Sparse) solver
can take advantage of higher core count CPUSs. In addition, as with FEA Explicit, Implicit workloads benefit from CPUs that offer
support for AVX-512 instructions o help efficiently utilize per-core software licenses and optimize performance per core.
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Other performance factors can vary widely depending on the use case. For example, NVH workloads (which simulate factors such as
vibration and acoustics to pinpoint indicators associated with quality, e.g., issues with auto movement/shaking or noise levels)
benefit from high memory capacity and moderate to high memory bandwidth, whereas these factors are less important for other
Implicit use cases. In addition, performance for some Implicit solvers can be significantly affected by the speed of the 1/O scratch
storage device used on the server node. Implicit FEA models using Nastran typically do not scale well and can be run on a single
node, so fabric latency is not an issue in this case. However, for more scalable applications like SIMULIA Abaqus and Ansys
Mechanical, slow I/O speeds can lead to increased simulation times, especially when dealing with large models that require frequent
data access. In these cases, local, fast storage (e.g, SSDs with NVMe) is typically needed.

4 Processor Recommendations for CAE Workloads

4.1 About AMD EPYC CPUs for CAE

For CAE solution CPUs, HPE recommends 5th Generation AMD EPYC™ processors which deliver leadership performance for top
CAE applications, providing outstanding levels of core density, frequency, and memory bandwidth to support both compute- and
memory-intensive applications, as well as high-speed PCle for storage and networking devices.

AMD EPYC processors are architected for security from the ground up, helping protect your sensitive data, avoid downtime, and
reduce resource drain. AMD Infinity Guard also provides a unique and robust set of security features that help complement
industry ecosystem partners at the software and system levels.

5th Generaftion AMD EPYC™ processors also fully support AVX-512 instructions with excellent performance for floating-point
values, essential for demanding CAE applications like FEA. AVX-512 instructions offer a high level of richness in the design of the
instructions, with 32 vector registers (2KB of register space). With the infroduction of a full 512-bit data path info the already
available AVX512 instruction set, 5™ generation AMD EPYC provides up to 37% average core IPC (instructions per clock)
improvement for HPC & Al workloads vs the previous generation®.

4.2 A Guide to These Recommendations

The recommendations that follow are based on HPE expert opinions and experience working with real-world customers.

However, not every situation is alike; actual choices will and should vary by customer business needs, application priorities, and
infrastructure constraints. For example, one customer may opt for a lower frequency CPU for Explicit FEA based on power and
cooling requirements; another customer may choose a higher core count CPU if they are running internal/custom CFD code and
plan to leverage core skipping to take advantage of the higher L3 cache, to ensure all cores are fed.

In short, these recommendations are meant to offer a solid starting point when planning a CAE cluster purchase or upgrade. Before
making a purchase decision, buyers should contact their local HPE Sales Representative to discuss specific needs, infrastructure
details, and application priorities. HPE can help design a solution tailored to your specific requirements.

4.3 Recommended CPU SKUs by Workload Type

Manufacturers can choose from a variety of AMD EPYC processor SKUs and HPE system features to optimize performance for the
right resource constraints. Specific SKU recommendations can be found in Table 5 below. These recommendations, combined with
subsequent detailed discussions, can be used by Manufacturers to guide their processor choices.

3 https://www.amd.com/en/blogs/2025/leadership-hpc-performance-with-5th-generation-amd.html
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TABLE 5. General Processor Recommendations for Computer-aided Engineering (CAE) Disciplines and Workloads

Discipline

Workload Priorities

Typical Software Applications

Recommended 5™ Gen AMD EPYC SKUs

Computational Fluid
Dynamics (CFD)

High memory capacity and
bandwidth

High L3 cache

Moderate fo high frequency

Alfair® AcuSolve®
Ansys® CFX®
Ansys® Fluent®
Convergent Science

9355 (32¢, 3.55 GHz, 300W, 256MB L3)
9375F (32¢, 3.85 GHz, 320W, 256MB L3)
9455 (48c, 315 GHz, 300W, 256MB L3)
9475F (48c, 3.65 GHz, 400W, 256MB L3)

(clock speed) Converge CFD 9555 (b4c, 3.2 GHz, 360W, 256MB L3)
e Moderate core count e Dassault SIMULIA 9575F (64c, 3.3 GHz, 400W, 256MB L3)
PowerFLOW
e OpenFOAM For high-core-count SKUs, users should consider core

e Siemens Simcenter STAR- skipping to increase cache per core. E.g.:
CCM+ e 9565 (72¢, 3.15GHz, 400W, 384MB L3)
® 9655 (96¢, 2.6 GHz, 400W, 384MB L3)

Finite Element Analysis
(FEA) - Explicit

High memory capacity
Moderate memory bandwidth
High L3 cache

High frequency (clock speed)
Moderate core count

Ansys® LS-DYNA®
Alfair® RADIOSS®
Dassault SIMULIA
Abaqus/Explicit
ESI PAM-CRASH

9355 (32¢, 3.55 GHz, 300W, 256MB L3)
9375F (32¢, 3.8 GHz, 320W, 256MB L3)
9455 (48c, 315 GHz, 300W, 256MB L3)
9475F (48¢, 3.65 GHz, 400W, 256MB L3)
9555 (b4¢, 3.2 GHz, 360W, 256MB L3)
9575F (b4c, 3.3 GHz, 400W, 256MB L3)

Finite Element Analysis
(FEA) - Implicit

Moderate core counts and L3
cache

High frequency (clock speed)
Other requirements vary by
product

Alfair® OptiStruct®

Ansys® Mechanical™
Dassault SIMULIA
Abaqus/Standard

Hexagon Nastran

Siemens Simcenter Nastran

9175F (L6¢, 4.2 GHz, 320W, 512 L3)
9355 (32¢, 3.55 GHz, 300W, 256MB L3)
9375F (32¢, 3.8 GHz, 320W, 256MB L3)
9455 (48c, 3.15 GHz, 300W, 256MB L3)
9475F (48¢, 3.65 GHz, 400W, 256MB L3)

Once again, actual choices will vary by a variety of customer-specific factors, so customers should contact their local HPE solution
architect fo help design a solution appropriate for their requirements.

As previously mentioned, these recommendations are based on the unique performance needs of each workload type - for each
workload profile, we believe these are the CPUs that will deliver their best performance. However, most manufacturers must run
multiple workload types on each system and must choose a CPU that works well for a range of workloads, but is optimal for the
highest-priority workloads. This challenge is addressed in the following section.

5 System Hardware Recommendations for CAE Environments

This paper's preceding sections addressed individual CAE workloads and the unique mix of CPU features required to optimize
performance for each workload. Some manufacturers operate dedicated clusters for individual workloads -- for example, F1© and
fop automotive OEMs, or aerospace manufacturers -- with a processor chosen specifically for that application’s needs.

However, in real-world environments, manufacturers typically do not allocate an enfire cluster to one workload type. Rather,
engineering teams run multiple workload types together on a system, which may be optimized for the needs of CAE in general but
not for individual workloads. In most cases, CAE engineering teams have clusters dedicated to CFD and FEA applications, with a mix
of 80% CFD and 20% FEA as a rule of thumb.

Thus, manufacturers must choose systems that can support a range of applications, basing processor selection and other

configuration decisions on the priority of each application.

In addition, choosing an appropriate processor for each type of workload, while important, is only part of the process in selecting
the right system for each customer’s unique CAE environment. A best-fit processor alone cannot solve all the challenges facing
CAE data centers, such as keeping server footprint to a minimum, lowering TCO, and reducing the cost to the environment (TCE)
by shrinking energy consumption. Buyers must consider multiple elements of their CAE system — the following components work

together fo provide the computational power and efficiency needed for CAE workloads:

o Compute Nodes: High-performance servers with powerful CPUs and ample RAM to handle complex simulations and

calculations

o Admin/Head Node: Manages the cluster, schedules jobs, and handles user inferactions
e Login/Viz Node: Allows user to perform pre/post processing and look at in process simulation for convergence
e Interconnect: High-speed networking (e.g. InfiniBand, Slingshot or high-speed Ethernet) fo ensure fast datfa transfer

between nodes
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e Storage: Large, fast systems (e.g, parallel file systems like Lustre®; in-node NVMe for local scratch; NAS; SAN) fo store
simulation data and results

e Operating System: Typically, a Linux® distribution (e.g. RHEL, SLES)

o Job Scheduler: Software like Slurm or PBS to manage job distribution

e Cluster Management Tools: Software to monitor and manage the cluster's performance and health

e Cooling and Power: Robust cooling systems and reliable power supplies fo handle high energy consumption and heat
generation

In this section, we present recommendations for HPE systems running multiple CAE workloads based on typical user needs and
provide guidelines for making the right decision to fit your organization’s own needs.

5.1 HPE CAE Cluster Stack

The HPE CAE solutions portfolio, anchored in HPE ProLiant and Cray high-performance systems with AMD EPYC™ processors,
brings groundbreaking performance, scalability, and value to CAE buyers. HPE and AMD are the choice of top global
supercomputing centers® as well as business leaders in a wide range of industries.

The extensive portfolio of supported and optimized CAE applications, both commercial and open source, is proven to perform at
unbeatable levels. This end-to-end CAE platform solution stack is flexible and customizable for a wide range of Manufacturing
clients’ business requirements.

pr—
I Remote Visualization I I NICE DCV or Altair Access I
CSM CSM CFD CEM Pre/Post SDM
Computational Computational Computational Computational Model and Mesh Simulation Data
Structural Structural Fluid Dynamics Electromagnetics Creation and Management T
Mechqnjcs Mechanics Visualization o
Implicit Explicit Ansys FLUENT; Ansys HFFS; _— Dassault m
CONVERGE; Ansys Maxwell; Altair Hypermesh; 3DEXPERIENCE; ?
Ansys Mechanical; Ansys LS-DYNA; PowerFlow; Simulia/CST; ABAQUS/CAE; Ansys Minerva; S,
MS Nastran; ABAQUS/Explicit; Altair Acusolve; Altair FEKO Ansys Workbench; Altair Hyperworks; ®
NX Nastran; Altair RADIOSS; OpenFOAM®; Ansys Mesh; ANSA; MSC SImManager %}
ABAQUS/Standard ESI PAM-CRASH StarCCM+ LS PrePost S
o
I I I I I I @
| Workload Management | | Altair® PBS Professional or Slurm® | ;—
<
| File Systems (Lustre) |1 ClusterStor E1000, E2000 and C-500 15
<
I System Management | I HPE Performance Cluster Manager | 5
<
[a]
I Fabric Software I I Mellanox® Unified Fabric Manager and HPE Slingshot I a
I Operating System I I SUSE® Linux Enterprise Software or RedHat® Enterprise Linux” I
I Hardware I I HPE Cray or HPE ProLiant compute and storage solutions I

Figure 1: HPE Solution Stack for CAE

5.2 HPE CAE Product Offerings and Platform Sizing

HPE ProLiant servers deliver up to 35% higher performance and 25% better energy efficiency compared to previous models, with
record-setting benchmark results that surpass competitors in energy efficiency and performance across a range of workloads.”
ProLiant Servers fit easily into existing data center environments and are performance-optimized, capable of powering CAE
insights and innovation from edge to cloud.

For manufacturers requiring the highest standards of performance, HPE Cray Systems, powered by AMD, provide massive amounts
of memory with flexible power and cooling options. These systems feature supercomputing-level capabilities at the right scale,
enabling manufacturers to tackle the fastest-growing CAE workloads and empower engineers to push product design boundaries
like never before.

“ https://www.hpe.com/us/en/newsroom/press-release/2024/10/hpe-proliant-delivers-48-world-records-in-performance-and-energy-efficiency-for-enterprise-

workloads.html#:~text=The%2Olatest%20HPE%2 OProliant%20servers,workloads%20in%20data%20management%2C%20java%2C
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ProLiant DL36x
< > Cray XD2000
Cray EX

A Y
y

Less Dense Dense Ultra Dense
Air Cooled Air-Cooled & Liquid-Cooled Direct Liquid Cooled / Room Neutral
4 - 35kW per rack 30 -75kW per Rack >400kW per cabinet
Standard Rack Mount | Mainstream & Edge Purpose Built Platforms | HPC Purpose Built Platforms | HPC
ProLiant DL36x Cray XD2000 Cray EX CPU Blade
* Standard server in standard racks * Dense server platform in standard racks * Unique racks in “Rack Scale” design (Custom
¢ Support PCle GPU acceleration * Support PCle GPU acceleration racks | Floors)
¢ iLO management, Standard OS, Networking, * iLO, AMI BMC, HPCM management Modular design for power & compute
Storage * Ethernet, Infiniband, Slingshot Best price/performance and HPC/SC experience

DLC for CPU/memory, 70% heat to liquid, 30% heat fo air
* With ARCs or RDHX fo provide room-neutral
temperatures

Highest server/rack, storage, power & density
Fewer options for better cooling
100% liquid cooling, room-neutral femperatures

Figure 2: Platform Sizing of Cray and ProLiant systems for CAE

HPE ProLiant DL365 Gen11 (used in one of the recommended cluster configurations in Section 5.3) is a rack-optimized 1U 2P
dense solution that delivers exceptional compute performance, upgraded high speed data transfer rate and memory depth at 2P
compute capability. Powered by AMD EPYC™ Processors with up to 160 cores, high memory bandwidth and capacity, high-speed
PCle Gen5 I/O, Enterprise and Datacenter Standard Form Factor (EDSFF) and GPU support, the HPE ProLiant DL365 Gen11 server
is a superb rack-optimized, 1U 2P, dense solution.

Enhanced security features with the HPE silicon root of trust are built into the firmware, creating a digital fingerprint for the AMD
Secure Processor 10 validate safe operation prior to boot. Supports Direct Liquid Cooling (DLC) for enhanced power usage
effectiveness and reduced cooling costs.

Features include:
e Powered by 4th and 5th Generation AMD EPYC™ Series Processors:
o 4th Gen AMD EPYC™ supporting up to 128 Cores up to 400W, 1152MB L3, and up to 24 DIMMs DDR5 memory up o
5400 MT/s
o 5MGen AMD EPYC supporting up to 192 cores up to 500W (system dependent), 512MB L3 cache, and up o 24
DIMMs DDR5 memory up to 6400 MT/s
e 12 DIMM channels per processor for up to 6 TB total DDR5 memory with increased memory bandwidth and performance,
and lower power requirements.
e Advanced data fransfer rates and higher network speeds from the PCle Gen5 serial expansion bus, with up to 2x16 PCle
Gen5 and two OCP slots, improve I/O throughput and reduce latency.
e Includes HPE Integrated Lights-Out 6 (GLO 6) server management software that enables you to securely configure, monitor,
and update your HPE ProLiant Gen11 servers seamlessly from anywhere.
e EDSFF drive support for higher density and performance options.
e 2 Flexible Slot power supplies maximum, depending on customer configuration
e Supports Direct Liquid Cooling (DLC) for enhanced power usage effectiveness and reduced cooling costs.
e Supports up to 2 GPUs for increased performance.
e Provides real-fime operational feedback on server performance plus recommendations for fine-tuning BIOS settings to
customize for changing business needs.

HPE Cray XD2000 is a dense, multi-server platform that packs incredible performance and workload flexibility into a small
datacenter space, while delivering the efficiencies of a shared infrastructure. It is a 2U chassis system that supports up to 4 half-wide
1U 2P nodes or 2 half-wide 2U 2P nodes. Each of the servers can be serviced without impacting the operation of other servers in the
same chassis, increasing server up-time. It delivers up to 4 times the density of a fraditional rackmount 2U server in standard racks
and provides rear-aisle serviceability access.

HPE Cray XD2000 delivers a complete HPC solution from chassis-scale to rack-scale, in a rack and roll fashion. It offers a complete,
scalable solution for HPC customers everywhere, with the flexibility of right-sized power and cooling options, including Direct Liquid
Cooling, ensuring maximum performance at the lowest possible total cost of ownership. Built with Exascale-ready networking
technologies, infegrated storage, an extensive software portfolio, and management tools, HPE Cray XD2000 systems can enable
customers to innovate and prepare for tomorrow’s challenges.
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Features include:

e Powered by 5th Generation AMD EPYC™ Processors with support for up to 24 DDR5 6400MT/s DIMMs per 1 server

e PCle 5.0 - doubling the data transfer speed of PCle 4.0, giving faster data transfer speeds for SSDs, GPUs, and other
peripheral cards

e New HPE Cray XD295v server, which is a 2U variant of 1U XD225v server, supporting GPUs or exfra PCle slots

e Direct Liquid Cooling (DLC) option for HPE Cray XD2000 System comes ready fo plug and play. Choose from either CPU
only or CPU plus memory cooling options

e Up to four 2400W Common Redundant Power Supplies, providing 9,600W of power in a single chassis

e HPE Slingshot 11, InfiniBand NDR, and standard Ethernet, providing a choice of HPC interconnect technologies

e New HPE Cray XD BMC offering Hardware Root of Trust with recovery and chain of trust, ensuring customers have
firmware that's never compromised

e HPE Cray Supercomputing Programming Environment Software, a fully integrated software development suite offering
programmers a comprehensive set of tools for developing, porting, debugging, and funing their applications so that they
can shorten application development time and accelerate their performance. (CPE cannot be supported on Windows or
Ubuntu 0OS)

HPE Cray EX4000 is a liquid-cooled, blade-based, high-density clustered computer system designed from the ground up to deliver
the utmost in performance, scale, and density.

The basic building block of the HPE Cray Supercomputing EX is the EX4000 liquid-cooled cabinet or EX2500 liquid-cooled rack. The
EX4000 cabinet is a sealed unit using closed-loop cooling technology and does not exhaust heated air into the data center. The
EX2500 offers the same sealed closed-loop cooling capabilities as the EX4000. However, it also offers the ability to use part of the
rack for air-cooled hardware in certain configurations. In both configurations, direct attached liquid-cooled cold plates provide for
efficient heat removal from high-power devices including processors, GPUs, and switches via a cooling distribution unit (CDU). The
EX2500 also allows for room-neutral 100% liquid cooling and access to top-bin CPUs, with a smaller point of entry than EX4000.

Features include:

e 3 chassis are installed in the EX4000 and up to 3 chassis are installed in the EX2500. Chassis include 8 compute blade slots, 8
HPE Slingshot switch blade slots, and one power/signal midplane.

e Blades have three basic sections: computation, memory, and I/O and consume one blade slot in the compute chassis.

e For additional blade features, see product data sheet®.

In addition to the system options above, HPE Cray Storage Systems C500 delivers superb performance speeds to meet the needs
of the most demanding applications, with fewer rack units to preserve cost efficiency. C500 storage offers a System Management
Unit (SMU) built on ProLiant DL325 Genl11, with HPE Cray Storage Systems C500 Converged Storage Unit. Specs include All Flash
Array (SSU-F) and/or High Density 5U84 HDD Enclosure; Aruba Networking switches; Lustre parallel file system; and HPE Cray
Software, Services and Tools.

> hittps://www.hpe.com/psnow/doc/a00094635enw?jumpid=in_pdfviewer-psnow
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5.3 Recommended System Configurations

For this paper, we provide recommendations for two of the most common usage scenarios: running a mix of CFD and FEA Explicit
workloads (with CFD as priority) and running a mix of FEA Explicit workloads, including a range of job types and applications.

TABLE 6. Recommended cluster configuration for CFD and Explicit FEA

CFD and Explicit FEA Configuration

Applications

CFD up to ~260M cells, Explicit FEA (e.g, crash) workloads

Admin/head node

1 HPE ProLiant DL325 Gen11 server with 1x AMD EPYC 9354P 3.25GHz 32-core 280W with 12x 16GB Single Rank
DDR5 (192GB) memory

Compute nodes

HPE Cray XD225v server -OR- HPE ProLiant DL365 Genl1 server, each with:

. CPU: 2x AMD EPYC 9355 3,55 GHz 32¢ 300W processor -OR- 2x AMD EPYC 9455 315 GHz 48c 300W
processor

. Memory: 768GB; 24x 32GB Dual Rank DDR5 DIMMs 6400 MTs

. Storage: 960GB SATA 6G Mixed Use SFF SSD

Management port

[1] 1GbE port dedicated to OOB w/ license

Management

iLO Advanced (ProLiant), IPMI (Cray XD2000) and HPE Performance Cluster Manager for both

Administration network

1 HPE Aruba 6300M Switch Series with 1GbE or 10GbE uplink

Interconnect

100GBE for up to 2 nodes, or HPE InfiniBand NDR400/200 for over 2 nodes

Cooling

HPE recommends liguid cooling for Cray XD nodes. For ProLiant nodes, which are less dense, either air or liguid cooling
may be used, depending on the customer’s power profile and infrastructure requirements.

Operating system

64-bit Linux (RHEL)

Cluster management

HPE Performance Cluster Manager (HPCM)

MPI

MPI software is included in ISV installation package

Job management

PBS Pro (Linux)

Login and remote visualization

server node

NICE Desktop Cloud Visualization (DCV) software -OR- Altair Access Web job submission portal

1 HPE ProlLiant DL385 with 2x AMD EPYC 9255 3.2 GHz 24¢ 200W with 24x 16GB Single Rank DDR5 (384 GB)
memory

TABLE 7. Recommended cluster configuration for Implicit FEA

Implicit FEA Configuration

Applications

Suited for Implicit FEA up to 80M to 550M DOF, depending on the solver used

Admin/head node

1 HPE ProLiant DL325 Gen11 server with 1x AMD EPYC 9354P 3.25GHz 32-core 280W with 12x 16GB Single Rank
DDR5 (192GB) memory

Compute nodes

HPE Cray XD225v server -OR- HPE ProLiant DL365 Genl1 servers, each with:

. CPU: 2x AMD EPYC 9355 3.55 GHz 32¢ 300W processor -OR- 2x AMD EPYC 9455 3.15 GHz 48¢ 300W
processor

. Memory: 768GB; 24x 32GB Dual Rank DDR5 DIMMs 5600 MTs

. Storage: 960GB SATA 6G Mixed Use SFF SSD and up fo (4) 3.2TB NVMe drives

Management port

[1] 1GbE port dedicated to QOB w/ license

Management

iLO Advanced (ProLiant), IPMI (Cray XD2000) and HPE Performance Cluster Manager for both

Administration network

1 HPE Aruba 6300M Switch Series with 1GbE Or 10GbE uplink

Interconnect

100GbE for up to 2 nodes, or HPE InfiniBand NDR400/200 for over 2 nodes

Cooling

HPE recommends liguid cooling for Cray XD nodes. For ProLiant nodes, which are less dense, either air or liquid cooling
may be used, depending on the customer’s power profile and infrastructure requirements.

Operating system

64-bit Linux (RHEL)

Cluster management

HPE Performance Cluster Manager (HPCM)
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MPI MPI software is included in ISV installation package

Job management PBS Pro (Linux)

Login and remote visualization NICE Desktop Cloud Visualization (DCV) software -OR- Altair Access Web job submission portal

server node ) ) ) )
1 HPE ProLiant DL385 with 2x AMD EPYC 9255 3.2 GHz 24¢ 200W with 24x 16GB Single Rank DDR5 (384 GB)

memory

6 Conclusion

Manufacturing companies investing in HPC systems to power CAE need to understand the infrastructure features required for each
application fo perform optimally, as well as the relafive business priority for each application’s performance.

Leading manufacturers choose AMD EPYC™ processors on HPE HPC systems that are tailored for CAE needs. CAE ISVs collaborate with
HPE and AMD to optimize their applications’ performance on HPE platforms and AMD architecture. Through close collaboration and
co-innovation, AMD and HPE are helping manufacturers fo:

e Reduce time to results by solving larger and more complex problems with greater accuracy.

e Remove performance bottlenecks and improve ROI by optimizing key CAE applications on select AMD CPUs.

e Reduce data center space requirements and energy costs by providing better performance and density in a smaller
footprint, with innovative options for energy-efficient power and cooling.

e Minimize system downtime and unplanned outages through improved system reliability.

HPE and AMD understand the performance requirements for top applications across various CAE disciplines, including
computational fluid dynamics (CFD) and finite element analysis (FEA). In this paper, we present guidance on selecting fop AMD
EPYC processors to optimize performance for applications in these disciplines, as well as recommended HPE system specifications
for each discipline.

Industry-standard benchmark results indicate that this workload-optimized combination of HPE-AMD hardware and ISV software can
significantly enhance CAE workload performance. These improvements can be advantageous for manufacturers, enabling them to
both expand and accelerate the product development process, reducing tfime to market for new products.

7 Learn More

e hpe.com/us/en/compute/hpc-manufacturing.html

e www.amd.com/en/solutions/manufacturing.html

e For a comprehensive set of HPE CAE application benchmark results, or to discuss your next CAE cluster
needs, contact your HPE representative.
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