
HPE ProLiant Compute DL384 Gen12  
is the #1 NVIDIA GH200 NVL2 platform  
on AI inference models  

Nearly perfect linear scaling on MLPerf™ 
Inference: Datacenter v5.01 benchmark  
Executive summary 
The next-generation HPE ProLiant Compute DL384 Gen12 with NVIDIA® GH200 NVL2 achieved 
16 new world records on the MLPerf Inference: Datacenter v5.0 benchmark suite. These results 
prove its leadership across multiple AI models.  

Figure 1. Eight of the sixteen results with NVIDIA GH200 NVL2  

In a groundbreaking first for our MLPerf results, the HPE ProLiant Compute DL384 Gen12 server 
with dual-socket NVIDIA GH200 NVL2 144 GB delivers a stunning 2x performance boost 
compared to its single-socket configuration, showcasing strikingly linear scaling. This means that 
as you add more computational power, the system’s ability to process AI workloads scales up 
predictably and efficiently. The direct correlation between resource addition and performance 
enhancement is crucial for handling increasingly complex AI models and large data sets.  

Benchmark and performance guide 

The stated results are published as 
of 04-02-2025; see 
https://mlcommons.org/benchmarks/
inference-datacenter/.   

HPE ProLiant Compute DL384 
Gen12 achievements with 
NVIDIA GH200 NVL2 on MLPerf 
Inference: Datacenter v5.0 
benchmark 

• Leadership performance 
records with two-socket 
scenarios (ID 5.0-0038) 

- #1 Mixtral-8x7B Server 
and Offline  

- #1 Stable Diffusion XL 
(SDXL) Server and Offline   

- #1 Llama-2-70B-99.9 

- #1 DLRM-v2-99.9 

• NVIDIA GH200 NVL2 has 
twice the performance of a 
single NVIDIA GH200  
(ID 5.0-0037) 

1 MLPerf Inference: Datacenter v5.0 as of  
April 2, 2025. Retrieved from 
mlcommons.org/benchmarks/inference-
datacenter. See mlcommons.org for 
more information. Results verified by 
MLCommons™ Association. 

https://mlcommons.org/benchmarks/inference-datacenter/
https://mlcommons.org/benchmarks/inference-datacenter/
https://www.mlcommons.org/benchmarks/inference-datacenter
https://www.mlcommons.org/benchmarks/inference-datacenter
https://www.mlcommons.org/
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Next-level performance for enterprise AI 
HPE ProLiant Compute DL384 Gen12 
To tackle the largest problems in the new era of AI, HPE ProLiant Compute DL384 Gen12 with 
NVIDIA® GH200 NVL2 and combined 1.2 TB of fast, unified, coherent memory provides the 
advanced features and functions you need to support enterprise AI. 

Enhanced flexibility. Leverage a flexible compute architecture designed to achieve next-level 
performance for mixed or memory-intensive AI workloads such as AI inferencing and fine-tuning a 
Retrieval-Augmented Generation (RAG) model. 

Accelerated computing. With up to 1.2 TB of fast, unified, coherent memory, this versatile scale-out 
accelerated computing platform is designed to power large language models (LLMs) for inferencing, 
with up to 2x higher inferencing performance, compared to NVIDIA H100.2 

Expert customization, service, and support. HPE AI experts will work with you to build and deploy 
a unique solution that precisely matches your intended purposes, as well as integrate and enhance 
the ecosystem offerings. 

Simplified management. HPE GreenLake offers a flexible and scalable approach to managing IT 
infrastructure, including your AI environment. HPE GreenLake can combine hardware, software, and 
services into a single pay-per-use solution, providing you with the agility and cost savings of a  
cloud-based model, while keeping your IT resources on-premises. Building on HPE ProLiant as the 
legendary foundation, the HPE ProLiant Compute DL384 Gen12 delivers a consistent experience 
across the HPE ProLiant portfolio with an HPE iLO management and firmware stack to facilitate 
robust reliability and security with Silicon Root of Trust technology from HPE. The included HPE 
Integrated Lights-Out 6 (iLO 6) server management software enables enhanced security when 
configuring, monitoring, and updating your server seamlessly from anywhere in the world. 

 

Learn more at 
HPE ProLiant Compute DL384 Gen12 documents 
HPE Server performance briefs 

MLPerf Inference: Datacenter 
benchmark suite descriptions 
MLPerf Inference: Datacenter v5.0 
benchmarks measure the speed, 
accuracy, and efficiency of data 
center artificial intelligence (AI) and 
machine learning (ML) systems in 
processing inputs and generating 
results using trained models, a 
crucial metric for optimizing 
performance. 
• Stable Diffusion XL (SDXL): 

Advanced image generation 
model that produces high-quality, 
detailed images from text 
descriptions 

• Llama 2-70B-99.9: Ultra-high-
precision version of Llama 2-70B, 
designed for near-perfect 
consistency and minimal errors in 
complex AI applications 

• DLRM-v2-99.9: A deep learning 
recommendation model (DLRM) 
designed for high-accuracy 
prediction and recommendation 
tasks 

• Mixtral-8x7B: High-quality 
sparse mixture of experts model 
known for its exceptional  
performance and fast inference 
speeds 

• Server: Scenarios representing 
low-latency inference applications 
measure a system’s 
responsiveness to a real-time 
multi-user setup of varied 
requirements, with input of data 
(queries) of varying sizes, arriving 
at (pseudo) random intervals 

• Offline: Scenarios representing 
high-batch size inference 
applications measure pure 
throughput, trying to emulate the 
batch-processing scenario, where 
all input data is available  
lump-sum 

2 “NVIDIA GH200 Superchip Accelerates  
Inference by 2x in Multiturn  
Interactions with Llama Models,” 
October 2024. 
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