
 

 

 

 

 

 

 

 

Executive summary 
The HPE ProLiant Compute DL380a Gen12 with NVIDIA H200-NVL-141GB and 
NVIDIA L40S GPUs (accelerators) achieved 10 new world records on the MLPerf 
Inference: Datacenter v5.0 benchmark suite, proving its leadership across multiple AI 
models. 

 

The second Retinanet benchmark compared the HPE ProLiant Compute DL380a 
Gen12 with eight NVIDIA H200-NVL GPUs against Supermicro (also with eight 
NVIDIA H200-NVL GPUs), both with Intel CPUs. (NOTE: The above #1 results 
comparing results of Intel CPU-based systems.)  

The HPE ProLiant Compute DL380a Gen12 was the only server measured in eight 
additional benchmarks for both Server and Offline: Mixtral-8x7b with NVIDIA H200-
NVL GPUs, DLRM-v2-99.9 with NVIDIA H100 GPUs, DLRM-v2-99 with NVIDIA L40S 
GPUs, and DLRM-v2-99.9 also with NVIDIA L40S GPUs.  
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HPE ProLiant Compute DL380a  
Gen12 wins 10 records on AI  
inference models 
Leadership with NVIDIA® H200-NVL and L40S GPUs on  
MLPerf™ Inference: Datacenter v5.01 benchmark 

Key takeaways  

HPE ProLiant Compute DL380a 
Gen12 achievements with 
NVIDIA H200-NVL-141GB and 
L40S GPUs on MLPerf Inference: 
Datacenter v5.0 benchmark 

These all have 8 GPUs: 

− #1 Resnet50 Server2,3 and 
Offline2 

− #1 RetinaNet Server2,3 

− #1 Llama-2-70B-99 Offline3 

− #1 Llama-2-70B-99.9 Offline3 

− #1 GPT-J-99 Server3 

− #1 GPT-J-99.9 Server3 

− #1 DLRM-v2-99.9 Offline2 

The stated results are published 
as of 04-02-2025; see 
https://mlcommons.org/bench
marks/inference-datacenter/  

1 MLPerf Inference: Datacenter v5.0 
as of April 2, 2025. Retrieved from 
mlcommons.org/benchmarks/infere
nce-datacenter. See 
mlcommons.org for more 
information. Results verified by 
MLCommons™ Association. 
2 NVIDIA H200-NVL-141GB GPUs, 
submission ID 5.0-0045 
3 NVIDIA L40S GPUs, submission 
ID 5.0-0045 

https://mlcommons.org/benchmarks/inference-datacenter/
https://mlcommons.org/benchmarks/inference-datacenter/
https://www.mlcommons.org/benchmarks/inference-datacenter
https://www.mlcommons.org/benchmarks/inference-datacenter
http://www.mlcommons.org/
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Next-level performance for enterprise AI 
HPE ProLiant Compute DL380a Gen12 
The HPE ProLiant Compute DL380a Gen12 is engineered with an ultra-scalable 
architecture to deliver next-gen AI performance for your enterprise needs.  The "a" 
stands for accelerator-optimized. Powered by Intel® Xeon® 6 Processors and up to 
10 cutting-edge double-wide GPUs, the 4U HPE ProLiant Compute DL380a Gen12 
server is a cost-effective AI solution. It accelerates AI inferencing for large 
workloads with unprecedented performance, enterprise-grade reliability, and  
industry-leading security innovation. 

Intuitive cloud operating experience: Simple, self-service, and automated. 
Simplify and secure server management from edge to cloud with HPE GreenLake 
for Compute Ops Management. HPE GreenLake for Compute Ops Management is 
an as-a-service compute management experience that delivers greater simplicity, 
agility, and speed across your entire compute landscape, globally. Transform 
business operations and pivot your team from reactive to proactive with global 
visibility and insight through a self-service console. 

Trusted security by design: Uncompromising, Fundamental, and Protected. The 
HPE ProLiant Compute DL380a Gen12 utilizes the HPE Silicon Root of Trust, HPE’s 
fundamental approach to security that provides zero-trust architecture at the 
silicon level and helps ensure all server essential firmware is free from malware or 
compromised. The server adds hardware and software-assisted security features, 
including Intel® Software Guard Extensions and Intel® Boot Guard, which secure 
the server hardware foundation on which critical apps run and better protect data 
in memory. HPE ProLiant Compute Gen12 servers continuously protect healthy 
servers by providing rapid detection of security-compromised servers, even to the 
point of not allowing them to boot if they identify and contain malicious code. 
From silicon to software, from factory to cloud, and from generation to generation, 
HPE ProLiant Compute Gen12 is engineered with a fundamental security approach 
to defend against increasingly complex threats through an uncompromising 
commitment to constant security advancements. 

Customized Performance for your workloads: accelerated, open, and efficient.  
The HPE ProLiant Compute DL380a Gen12 server is an excellent choice for AI, 
compute, and graphics-intense workloads requiring maximum core count, GPU 
capabilities, and network and I/O bandwidth with technology that supports up to 
144 cores per processor, 250W, and up to 8 TB of memory.. The HPE ProLiant 
Compute DL380a Gen12 provides advanced data transfer rates and higher 
network speeds from the PCIe Gen5 serial expansion bus, with up to six x16 PCIe 
Gen5 and two OCP slots to improve I/O throughput and reduce latency. HPE AI 
experts will work with you to build and deploy a unique solution that precisely 
matches your intended purposes, as well as integrate and enhance the ecosystem 
offerings. 
 

MLPerf Inference Datacenter 
benchmark suite descriptions 
MLPerf Inference: Datacenter 
v5.0 benchmarks measure the 
speed, accuracy, and efficiency 
of data center artificial 
intelligence (AI) and machine 
learning (ML) systems in 
processing inputs and 
generating results using trained 
models, a crucial metric for 
optimizing performance. 

− Resnet50: measures how 
well a system can quickly 
and efficiently perform 
image classification 

− RetinaNet: measures how 
efficiently a system can 
process a large batch of 
images for object 
detection 

− Llama 2-70B-99: high-
precision variant of Llama 
2-70B, optimized for 
enhanced accuracy and 
reliability in AI reasoning 
tasks 

− Llama 2-70B-99.9: ultra-
high-precision version of 
Llama 2-70B, designed for 
near-perfect consistency 
and minimal errors in 
complex AI applications 

− GPT-J-99 and 99.9: 
measure how well a 
system can quickly and 
efficiently generate text 
responses using the GPT-J 
language model 

− DLRM-v2-99: measures 
how efficiently a system 
can process and generate 
personalized 
recommendations using 
the Deep Learning 
Recommendation Model 
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Bottom line 
These performance benchmark records are proof points for the AI inference 
performance capability of the HPE ProLiant Compute DL380a Gen12 server.  
HPE continues to be on the cutting edge by designing products that stand the test 
of time with innovations that are ahead of their time. 

Learn more at 
HPE ProLiant 
Compute DL380a 
Gen12 server 

HPE Server 
performance briefs 

Scenario descriptions 

In MLCommons’ MLPerf 
Inference Datacenter 
benchmarks, the Server and 
Offline scenarios evaluate 
different aspects of system 
performance. 

− Server: Scenarios 
representing low-latency 
inference applications 
measure a system’s 
responsiveness to a real-time 
multi-user setup of varied 
requirements, with input of 
data (queries) of varying 
sizes, arriving at (pseudo) 
random intervals 

− Offline: Scenarios 
representing high-batch size 
inference applications 
measure pure throughput, 
trying to emulate the batch-
processing scenario, where 
all input data is available 
lump-sum 
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