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HPE Cray XD670
Server System boosts
Cryo-EM throughput

HPE and RELION software solutions enable high
performance image processing

HPE



Configuration

The NVIDIA H200 tests were run on an HPE Cray XD670 server with 8 x NVIDIA
H200-141GB-HBM3e GPUs, 2 x Intel® Xeon® Platinum 8562Y+ @ 2.8 GHz
processors, 2 sockets/32 cores/64 threads, and 2 TB DDR5-5600 memory.
The H100 tests were run on an HPE Cray XD670 server with 8 x NVIDIA
H100-80GB-HBM3 GPUs, 2 x Intel Xeon Platinum 8468 @ 2.1 GHz processors,
2 sockets/48 cores/96 threads, and 2 TB DDR5-4800 memory. The RTX

PRO 6000 tests were run on an HPE ProLiant DL380a Gen12 Server with 2 x
NVIDIA RTX PRO 6000 Blackwell GPUs, 2 x Intel Xeon 6710E @ 2.40 GHz

Key takeaways

— Over 8x speedup on Cryo-EM image processing operations

— Optimized GPU and CPU software

— Flexible configuration and use

processors, 2 sockets/64 cores/64 threads, and 1 TB DDR5-5600 memory.
The NVIDIA L40S tests were run on an HPE ProLiant DL380a Gen12 Server
with 8 x NVIDIA L40S GPUs, 2 x Intel Xeon 6710E @ 2.40 GHz processors,
2 sockets/64 cores/64 threads, and 1 TB DDR5-5600 memory.

All tests used RELION 4.0.1 and ran the standard 3D classification benchmark
of a Plasmodium ribosome data set, whose structure is shown in Figure 1.

Experience supercomputing performance at the scale of business

Get the power of supercomputing with HPE high performance
computing (HPC) solutions that scale up or scale out, on-premises or

in the cloud, with purpose-built storage and the software you need to
power innovation. Now, your workloads are aligned with your economic
requirements. Accelerate your digital evolution.

Figure 1. Cryo-EM structure of the Plasmodium
falciparum 80S ribosome bound to the
antiprotozoan drug emetine, small subunit and
large subunit

'Based on HPE internal testing,
March 2025

Executive summary

Cryogenic electron microscopy (Cryo-EM) is a powerful technique that

is revolutionizing structural biology by enabling high-resolution density
mapping of macromolecular structures. The open-source RELION software
is widely used to perform the compute-intensive 3D reconstruction

of Cryo-EM scans and the software is optimized for NVIDIA® GPUs,

Intel® CPUs, and AMD CPUs.

The HPE Cray XD670 Server System with NVIDIA H200 Tensor Core GPUs
can accelerate RELION performance by over 8x' compared to using
CPUs alone, with strong performance exhibited by NVIDIA L40S and

RTX PRO 6000 Blackwell GPUs, thereby reducing time to solution and
increasing productivity.

Customer value with Hewlett Packard Enterprise

The HPE Cray XD System delivers world-class performance with
industry-leading GPUs, fast GPU interconnect, and high bandwidth fabric.
The system offers flexible configurations to match customer workloads,
including up to eight NVIDIA GPUs per server tray (node), NVLink for fast
GPU-to-GPU communication, both Intel® Xeon® and AMD EPYC processor
support, and up to eight high-speed / low-latency fabric adapters.
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https://www3.mrc-lmb.cam.ac.uk/relion/index.php/Benchmarks_%26_computer_hardware#Standard_benchmarks
https://www.hpe.com/us/en/hpe-cray-xd670.html

Figure 2 shows the throughput and scaling performance of a single RELION
job on increasing numbers of GPUs in a single HPE Cray XD670 server
node. Performance scales well up to 4 GPUs, where performance is over

5x faster than a CPU-only node (O GPU).

Single Job Performance of RELION 4.0.1

on HPE Cray XD670 Server
8 x NVIDIA H200-141GB-HBM3e GPUs and 2 x Intel 8562Y+ CPUs
Standard 3D Classification Benchmark
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Figure 2. Throughput performance of single RELION 4.0.1 job on HPE Cray XD670 server node with 8 x NVIDIA H200-141GB-HBM3e GPUs

Multiple Job Performance of RELION 4.0.1
on HPE Cray XD670 Server
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Figure 3. Throughput performance of multiple RELION 4.0.1 jobs on single HPE Cray XD670 server node with 8 x NVIDIA H200-141GB-HBM3e GPUs

Figure 3 shows the throughput of running multiple RELION jobs on a single
HPE Cray XD670 server node, for increasing numbers of jobs running
concurrently. GPU throughput is maximized when running eight jobs

using one GPU each (8 x 1-GPUs) and is 13.2x faster than running one

job using only CPUs (1 x O-GPUs). The graph demonstrates that the GPU
performance of RELION can be further optimized by running multiple jobs
on a single 8 GPU node. CPU performance of RELION on a single node,
however, is maximized by running a single job using all available cores.?
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Figure 4. Relative throughput performance of a single RELION 4.0.1 job on an NVIDIA L40S based server compared to an NVIDIA RTX PRO 6000 Blackwell
based server, an NVIDIA H100 based server, and an H200 based server

Resources

HPE Cray XD670 Server System

RELION software

Learn more at

HPE.com/us/en/
solutions/hpc-
high-performance-

Visit HPE.com

% Based on HPE internal testing,
September 2025

Figure 4 shows the relative throughput performance of an 8 x NVIDIA L40S
GPU with 2 x Intel Xeon 6710E CPU server compared to an NVIDIA RTX

PRO 6000 Blackwell GPU with Intel Xeon 6710E CPU server, an NVIDIA
H100-80GB-HBM3 GPU with Intel Xeon Platinum 8468 CPU server, and

an NVIDIA H200-141GB-HBM3e GPU with Intel Xeon Platinum 8568Y+ CPU
server. The NVIDIA H200 based system is up to 1.7x faster than the NVIDIA
L40S based system, while the NVIDIA H100 based server is up to 1.4x faster.
The RTX PRO 6000 Blackwell based system is up to 1.2x faster than the
NVIDIA L40S based server.?

RELION software

RELION is a free and widely used image processing software for
determining protein structures. Specifically, RELION is used for the

3D reconstruction and 2D class averaging of Cryo-EM scans. The latest
4.0 version is optimized for both CPU utilization and GPU acceleration.

Bottom line

Performance benchmarks illustrate the transformative power of HPE
servers and partnerships to reduce time to solution and increase
productivity and scientific insights.

Chat now
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