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S AI CONTINUES TO TRANSFORM the enterprise 
landscape, a key decision looms: Should 
organizations rely on public cloud or private 
cloud to support their AI workloads? According 

to Rajesh Raheja, senior vice president and general manager 
of private cloud at Hewlett Packard Enterprise, the answer 
is increasingly clear: Hybrid cloud — balancing private 
cloud with selective use of public cloud — offers the best 
combination of performance, security, and cost management. 
We sat down with Raheja to get his perspectives on the key 
factors you need to consider as you build the infrastructure
for your AI-driven initiatives.

Q: How do enterprises typically decide between public 
and private clouds, and how does deploying AI change 
this approach?

RAHEJA: Private cloud use for AI is seeing remarkable 
growth. Public cloud offers advantages like elasticity, ease of 
use, and quick access to new features. But many enterprises 
still prefer on-premises or private cloud solutions for a variety 
of reasons, such as security, governance, latency, and lower 
cost of ownership.

The choice between public and private cloud depends 
largely on the enterprise’s workload needs. AI is one of 
the workloads behind the resurgence of interest in private 
cloud. AI workloads require very large amounts of data and 
consistent utilization of compute resources, and this can 
be more cost effective on private cloud. Data gravity is also 
critical. High‑quality data needs many complex data pipelines 
to feed and train machine learning models, and it is more 
efficient and less costly to bring compute close to where the 
data resides, which may largely be on-premises. Therefore, 
enterprises tend to adopt a hybrid cloud approach, blending 
both public and private cloud depending on workload 
requirements.

Q: With AI rapidly evolving, how important is it for 
enterprises to choose an infrastructure that can scale with 
these advancements?

RAHEJA: As with any enterprise systems design, scalability 
along with performance and resilience needs to be built 
into the architecture from the start. Scaling AI effectively, 
especially with massive datasets, requires moving compute 
to the data rather than moving data to a central location. 

Why private cloud is 
your ideal AI path
Our expert answers common questions about choosing 
the right cloud infrastructure for your AI workloads.
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This shift is essential for handling the vast amounts of data AI 
needs in real time.

Effective AI models thrive on data from diverse sources 
— whether on-premises or across multiple clouds — and 
aggregating this data can introduce delays. To mitigate these 
problems, the key is to move compute closer to the data 
rather than relying on traditional centralized data lakes or 
warehouses.

Edge scenarios may also face limited or inconsistent 
connectivity, which makes real‑time, on-site inferencing 
crucial. In 2026, all aircraft worldwide will 
generate 98 exabytes of data, according to an 
industry estimate.1 That’s a massive amount 
of information, much of which needs to be 
processed where it is generated. Apart from 
connectivity concerns, real-time decision-
making is essential for safety and needs the 
compute where the data is.

Q: With regulations like the EU’s General Data Protection 
Regulation (GDPR) in mind, how do public and 
private clouds compare in terms of data governance and 
sovereignty? Are there specific scenarios where one is more 
advantageous than the other?

RAHEJA: Private cloud provides ownership and, hence, 
more control, governance, and flexibility over security policies. 
This is why it is increasingly preferred to meet regulatory needs 
such as GDPR and other data sovereignty and residency laws.

Public cloud can handle some of these needs, but enterprises 
may struggle with issues like data leakage, transparency in 
incident management, and ensuring true isolation of resources 
and sensitive data. And regulatory requirements are becoming 
stricter. For example, FedRAMP and StateRAMP in the U.S. 
highlight how complex regulatory compliance can be.

This is where private cloud environments really help, 
providing greater control over security protocols, end-to‑end 
encryption, governance, and full control over your data, 
processes, and infrastructure. Managed private cloud services 
also allow enterprises to meet regulatory needs without the 
burden of managing everything in-house. These services 
offer transparency, ensure compliance, and can even provide 
country-specific workforce requirements, which makes them 
ideal for highly regulated industries and sovereignty needs.

Q: How do security requirements influence the choice 
between public and private clouds? Are there specific AI 
applications where one type of cloud is significantly more 
secure?

RAHEJA: Security overlaps with regulatory and compliance 
concerns because a lot of the regulatory requirements, like 
FedRAMP, also tie into security. There’s much to consider 
around data sensitivity, role-based access control, and ensuring 
that proprietary data is locked down, including who holds the 
encryption keys — the cloud provider or the enterprise.

Having full control in a private cloud gives customers much 
more assurance that their data is secure and in their own 
hands. While managing all this can be complex, managed 
private cloud services make it simpler for enterprises to handle 
security without giving up control.

Q: You said cloud costs can get expensive quickly as AI 
workloads grow. How does the total cost of ownership of 
running AI workloads compare in public versus private 
clouds? Are there hidden costs that enterprises should be 
aware of with either option?

RAHEJA: Public cloud’s flexibility and elasticity come with 
a steep price. Public cloud costing may appear simple because 
for each CPU used per minute, you pay a few cents. And this 
may work quite well for development teams experimenting 
before committing to any infrastructure. But as usage grows, 
especially with production AI workloads, costs can quickly 
escalate. At scale, public cloud bills can take up a significant 
portion of the IT budget, with hidden costs including storage 
costs and ingress charges due to moving data between regions. 
There are also costs related to security and compliance 
customizations, which may come as a surprise.

Owning resources outright can reduce costs significantly. 
According to recent data, private cloud can deliver 50% lower 
TCO compared to public cloud.2 It also provides 65% higher 
workload performance, making it an attractive option for 
enterprises that need high performance and predictable costs.3 
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Although public cloud is beneficial for quickly testing new 
technologies on a small scale, private cloud can offer better 
long-term value for sustained AI workloads, especially when 
security, regulatory, and performance factors are considered. 
This is why CIOs are now being more thoughtful in their 
choice of where workloads are stored and executed.

Q: You mentioned hybrid cloud earlier. How does hybrid 
cloud fit into this decision-making process around AI?

RAHEJA: Hybrid cloud acknowledges the reality of public 
and private cloud coexistence, leveraging the best of both 
worlds to help enterprises decide on workload placement 
— whether it’s at the edge, in a data center, a colocation 
facility, or in the public cloud. The key is ensuring seamless 
interoperability with different vendors and heterogeneous 
technology stacks, while providing a cohesive user experience 
similar to a cloud-like experience. Whether you’re setting 
up a virtual machine with a hyperscaler or on-premises, the 
experience should be the same.

Hybrid clouds also encourage standardization of 
infrastructure setups and configuration. Consistency and 
flexibility are where hybrid cloud truly shines, allowing 
enterprises to avoid lock-in with a single environment or 
vendor, keep IT training costs in check, and future-proof 
infrastructure investments.

Q: Looking ahead, do you see a trend toward one cloud 
model over the other as AI continues to evolve, or will the 
choice remain highly dependent on specific enterprise 
needs?

RAHEJA: With the rise of generative AI, we’re going to see a 
mix of approaches when it comes to where compute resides. A 

few years ago, digital transformation pushed many companies 
to move their data to the public cloud, and while that will still 
happen, there’s a growing need for flexibility. Some data may 
be centralized in the cloud, but many enterprises are realizing 
that moving compute to where the data is can make more 
sense.

Many AI workloads will likely shift back to private cloud, 
which offers security and control that wasn’t always available 
before. Managed private cloud solutions now provide a 
viable alternative without requiring companies to build and 
manage everything themselves. So, while public cloud use will 
continue, particularly for certain workloads, AI will drive a 
more balanced approach between public and private cloud 
environments moving forward.

Q: Any final thoughts?
RAHEJA: Choosing the right cloud infrastructure is crucial 

for managing AI workloads. Each option has its strengths, and 
the best fit ultimately depends on your enterprise’s specific 
needs. Private cloud often provides the control, security, 
and flexibility required for handling complex AI operations, 
while reducing the complexities of managing infrastructure. 
As AI initiatives grow, evaluating managed private cloud 
services could offer a solution that balances performance with 
operational efficiency, helping your business stay agile in a 
rapidly evolving landscape.
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F I G U R E 1 : Why organizations are adopting private cloud
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