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Executive summary

Large enterprises face increasing pressure to adopt Al while safeguarding
sensitive data, complying with regulatory requirements, and ensuring
architectural trust from infrastructure to application. A confidential

Al architecture using the HPE ProLiant Compute DL380a Gen12,
NVIDIA Confidential Computing, and the Fortanix Confidential Al
platform establishes a verifiable chain of trust that protects data, models,
and workloads throughout their lifecycle.

This solution empowers organizations to run advanced Al—large language
model (LLM) inference, finetuning, retrieval-augmented generation (RAG),
and agentic automation—on-premises, sovereign, and secure by design,
without trading performance for risk.

Confidential Computing—What is it?

Confidential Computing is a hardware-based security approach that
protects data in use, but also while it is actively being processed in
memory. It uses TEE (Trusted Execution Environment) within modern CPUs
and GPUs to prevent unauthorized access—even from privileged system
administrators or compromised operating systems.

Why is Confidential Computing necessary?

In a world defined by stringent data protection regulations, sovereignty
requirements, and industry compliance mandates, Confidential Computing
addresses this gap by protecting data while it is in use, securing sensitive
workloads during active processing within hardware-based trusted execution
environments. By ensuring that data remains confidential even during
computation, confidential computing helps enterprises meet regulatory and
compliance obligations while enabling modern, data-intensive workloads—
an increasingly critical requirement for organizations running mission-critical
and regulated infrastructure. Also, Confidential Computing provides the
following features:

— Protect proprietary Al model intellectual property.

— Enables secure multi-tenant environments on HPE infrastructure,
allowing customers to consolidate workloads without risking
cross-application data leakage.

— Supports regulatory compliance for healthcare, financial services, and
government workloads by ensuring end-to-end protection across hybrid
cloud deployments.

— Secures edge and distributed workloads running on HPE ProLiant
systems, protecting data in remote or physically exposed locations.

— Reduces insider threat risks by isolating application memory
from administrators, hypervisors, and operating systems during
workload operation.

— Enables trusted collaboration and data sharing across organizations,
allowing joint Al model training without exposing proprietary datasets.

— Strengthens zero trust architecture strategies by extending encryption

into runtime environments, protecting workloads beyond traditional
perimeter defenses.

Confidential Al for the enterprise | 2



Key priority for every enterprise

1. Protecting enterprise data without

slowing innovation

As enterprises develop their own proprietary models
or looking to deploy foundational third-party models,
where providers may be unwilling to allow on-premises
deployments, protecting models” weight and biases,
the most critical Al IP. is a not only a technical concern,
but also a business imperative.

Highly regulated organizations (finance, healthcare,
public sector) often cannot move sensitive data

to public cloud environments. It enables secure,
compliant on-premises Al, delivering enterprise
performance with NVIDIA Hopper and Blackwell
while NVIDIA Al Enterprise has Government ready
compliance to allow these sovereign organizations
access to the same tools private entities for Al
development. Giving them the tool to develop
applications at the same speed while not
sacrificing security.

. A Trust Chain from silicon to application

The architecture creates a single, integrated
trust model:

« HPE iLO 7 provides hardware-anchored integrity,
secure boot, runtime firmware verification, and
automatic secure recovery.

+ NVIDIA Confidential Computing verifies GPU
authenticity and protects data in use using
hardware-level attestation.

« The NVIDIA Al Factory for Government solves slow,
fragmented Al adoption caused by security and
compliance barriers

- Fortanix Confidential Al [ Fortanix Data Security
Manager (DSM) + Confidential Computing
Manager (CCM)], CCM manages the entire
Trusted Execution Environment (TEE) lifecycle
from a single platform, verifying the integrity of
those environments, while DSM controls keys and
enforces policies, releasing decryption keys only
when the full platform—CPU, GPU, firmware, and
software—has been validated.

Together, these technologies ensure that
sensitive data is only processed in a measured,
authenticated, and compliant environment.

. Enterprise-scale Al, operationalized

The HPE ProLiant Compute DL380a Gen12 provides
an accelerator-optimized, air-cooled, scalable
platform supporting up to 8 double-wide NVIDIA
GPUs, PCle Gen5 bandwidth, and large memory
footprints—an ideal foundation for enterprise LLM
workloads, digital transformation programs, and Al
Factory deployments.

. A future-ready security posture

Enterprises benefit from:
« Zero trust alignment and strong identity controls

« Post quantum-ready cryptography and long-life
security assurance

« End-to-end auditability for compliance frameworks
(GDPR, HIPAA, financial regulations)

This is a strategic platform for long-term Al adoption,
not a tactical workaround.
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How the architecture works

Step 1: Platform integrity (HPE iLO 7)

The HPE ProLiant Compute DL380a Genl2 has silicon root of trust from
HPE iLO that ensures the system boots only known good firmware. Any
integrity mismatch triggers automatic secure recovery, reinforcing
hardware-level trust before workloads begin.

Step 2: GPU attestation (NVIDIA)

NVIDIA's Confidential Computing framework performs cryptographic
GPU attestation, verifying that each GPU is genuine, uncompromised, and
operating in a secure, isolated mode. This ensures Al workloads run only on
trusted accelerators.

Step 3: Composite attestation (Fortanix CCM)

Fortanix CCM aggregates attestation evidence from both CPU and GPU
components, confirming the entire stack meets enterprise security policy
before permitting access to protected datasets or models.

Step 4: Secure Key release and data access (Fortanix DSM)

Only after the platform passes verification does Fortanix DSM—acting as a
FIPS certified HSM—release encryption keys required for Al workloads. This
gating ensures data, prompts, and model parameters remain protected
unless all security conditions are met.

Step 5: Confidential Al implementation

NVIDIA GPUs then run training, inference, or agent workflows in a

mode that protects data in use. The entire system operates with
cryptographically enforced integrity, identity, and isolation.
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Top outcomes for enterprises
Accelerate Al adoption with assurance

Organizations can deploy Al workloads that previously required extended
compliance reviews, enabling:

— Faster movement from pilot to production

— Secure LLM inference and fine-tuning for regulated use cases
— On-prem RAG over sensitive knowledge bases

Enable data sovereignty and governance

Data never leaves the enterprise boundary: all keys, logs, and attestation
evidence reside inside a sovereign trust perimeter.

Strengthen enterprise security posture

The combination of HPE iLO 7, NVIDIA attestation, and Fortanix Confidential
Al backed key management provides a multilayer defense against firmware
tampering, supply chain attacks, GPU spoofing, and data leakage.

Foundation for Al factories and hybrid cloud

With validated GPU options NVIDIA H200 NVL, H100 NVL, and RTX PRO™
6000 Server Edition and HPE hybrid management stack, the DL380a
Gen12 becomes a long-term platform for scaling Al across business units.

Establishing a trusted foundation for
enterprise Al

Accelerate Al success with HPE and NVIDIA. NVIDIA Al Computing by

HPE is a joint initiative that enables enterprises to accelerate their Al
success. It brings together technology, people, and economics to give
enterprises across all industries and levels of technical expertise a faster,
more flexible path to developing and deploying generative Al applications.

Confidential Al is rapidly becoming a strategic requirement for

large enterprises—not just a technical enhancement. By unifying

HPE hardware-rooted platform integrity, NVIDIA Confidential
Computing and attestation, NVIDIA Al Enterprise for Government, and
Fortanix Confidential Al, organizations can build an Al environment that is
simultaneously high performance, sovereign, verifiable, and compliant.

This integrated approach provides a sustainable path for scaling Al across
the enterprise, enabling business units to innovate quickly while ensuring
the organization’s most sensitive data remains protected at every stage of
the Al lifecycle. It transforms the conversation from Can we safely use Al
with regulated data? to How fast can we operationalize value across
the business?

The result is a future proof foundation for enterprise Al—one grounded in

security, trust, and architectural rigor, yet flexible enough to meet evolving
business demands, regulatory pressures, and emerging Al use cases.
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Learn more at
HPE ProlLiant Compute

NVIDIA Confidential Computing
Fortanix Confidential Al

Visit HPE.com

Chat now
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