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Build your next-generation
supercomputer on

HPE Cray Supercomputing
GX5000

The first supercomputing architecture selected as a successor
to a verified exascale supercomputer’

' Selected for the Discovery supercomputer as successor to the exascale Frontier supercomputer



https://www.hpe.com/us/en/newsroom/press-release/2025/10/hpe-to-build-two-systems-for-oak-ridge-national-laboratory-next-generation-exascale-supercomputer-discovery-and-ai-cluster-lux.html

The HPE Cray Supercomputing GX5000 solution is the
next-generation supercomputing solution from HPE for
organizations that depend on supercomputing-scale
high performance computing (HPC) running modeling
and simulation and artificial intelligence workloads to
achieve their mission or business objectives.

It replaces the currently shipping HPE Cray
Supercomputing EX4000 solution that has achieved
many historic firsts like being first to break the exascale
barrier,? first to power 7 of the top 10 most powerful
supercomputers in the world,® or first to provide more
than half of the aggregate compute power of the top
100 most powerful supercomputers in the world* since
it was announced in the year 2018.

Improvements compared to the currently shipping HPE Cray

SC EX4000 solution

— 125% increase in power limit per direct liquid

cooled compute blades slot to accommodate
next-generation processing units like AMD EPYC
Venice and NVIDIA® Vera CPUs, as well as AMD
Instinct MI400 series and NVIDIA Rubin GPUs. This
increased compute power, enabled by more than
25 kW power compared to 11 kW per compute
blade slot, enables you to get answers to bigger
questions faster.

50% reduction in floor space requirements

for the direct liquid cooling infrastructure. The
change from 900 mm wide coolant distribution
units to 450 mm sidecar pump racks that support
multiple compute racks enables floor space savings.
In addition, the new sidecar pump racks feature
hot-swappable pumps and N+1 redundancy, further
increasing the system availability of the overall
supercomputing solution.

39% increase in IOPS per storage rack with

new distributed asynchronous object storage
(DAOS)-based HPE Cray SC Storage Systems K3000
that enable up to 75 million IOPS per storage rack
compared to 53 million IOPS limit per storage rack
of currently shipping HPE Cray Supercomputing
Storage Systems E2000. The new storage

systems can be deployed alongside the currently
shipping storage systems for Al applications that are
input-output bound.

2"June 2022,” TOP500.

3 “November 2024,” TOP500.

4"June 2025,” TOP500.

5 “Hot water, cold water,” Data Centre Dynamics Ltd., July 2024.

— 25% reduction in floor space requirements for the
new compute racks while keeping 400 kW power
per rack capability. The change from 1200 mm
compute cabinets to 900 mm wide compute racks
enables further infrastructure cost savings. At
general availability, the new HPE Cray SC GX5000
compute racks support 400 kW per rack with
room to grow far beyond that to accommodate
future, even more powerful CPUs and GPUs with
industry-leading density.

— 25% increase in supported facility water
temperature by supporting up to 40°C warm inlet
facility water compared to 32°C before, to not only
increase the sustainability of the supercomputing
infrastructure but also to enable savings in
operational cost. According to Johnson Controls, it
is estimated that for every 1°C (1.8°F) increase in the
temperature of chilled water, there is approximately
2% to 3% savings in power consumption for a
typical chiller.®

At the core of HPE Cray SC GX5000 is the new direct
liquid-cooled supercomputing rack (see Figure 1) that,
upon general availability, can support up to 400 kW
with room to grow over time to T MW. All the compute
nodes and network switches in the compute rack are
fully direct liquid cooled.
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Figure 1. HPE Cray SC GX5000 compute rack with sidecar pump rack

One sidecar pump rack can support up to four compute racks, depending
on the configuration, with either compute (CPU only) or accelerated (CPUs
and GPUs) blades. One compute rack supports up to 320 CPUs or up to
192 GPUs. It is the foundation for scalable units—several compute racks
with sidecar pump racks as bookends (see Figure 2)—that then can scale to
and beyond the compute power of the world’s largest supercomputers.

Figure 2. A scalable unit with eight compute racks and two sidecar pump racks
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Selected key use cases and target organizations

— Computational research in natural (biology, physics,
chemistry), formal (mathematics, statistics, Al, and
such) and social science, for example, in
- National research laboratories
- National space agencies
« Large research universities
- National Al research centers

— Numerical weather prediction (NWP), for example, in

- National weather forecasting centers

« Commercial weather forecasting services

— Supercomputing-scale computer-aided engineering
(CAD), for example, in

« Aerospace companies
« Automotive companies

— Seismic exploration and reservoir modeling,
for example, in

« Energy companies
« Geoscience data service providers

— Computational information domination, for example, in
« Intelligence agencies

« Departments of defense

Top three design principles 100% aligned
to current top three customer priorities

A recent global study that IDC conducted (IDC HPC View 2025, doc #US53721325,
August 2025) with 850 organizations that depend on HPC infrastructure to achieve their
mission or business objectives found that the most important top three capabilities that

an HPC vendor must provide are

1.
=

and networks

2.

Performance across compute, storage,

Unified HPC and Al infrastructure
accommodating a combination of HPC and

Al workflows

3.

Price/performance—Maximizing
performance while managing costs
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Performance

@ Since the beginning of the supercomputing industry 50 years ago,
when the iconic Cray-1 supercomputer was announced, which sparked a
Cambrian explosion in supercomputing-driven scientific discovery around
the globe, performance has been the top metric in supercomputing.

Figure 3 compares the HPE Cray SC GX5000 with the densest, direct
liquid-cooled offerings of other vendors in the HPC market. The first chart
compares how many flagship CPUs fit into a single compute rack—important
for applications that perform best on high core-count CPUs like numerical
weather prediction—and the second chart does the same for flagship GPUs
in a single rack—important for Al use cases like Al training and inference.

Comparison of how much performance customers can get in one rack®
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Figure 3. HPE Cray SC GX5000 is the performance leader in the HPC/Al market

The following comparison demonstrates how much computational science has improved in the last 50 years.

One HPE Cray SC GX5000 compute rack delivers
more power than enough Cray-1 supercomputers to
circle the earth side-by-side—over four times/’

6 Publicly available data sheets of vendors.

7 HPE internal analysis comparing the performance measured in floating point operations
per second (FLOPS), September 2025.
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Unified HPC and Al architecture

What sets the HPE Cray SC GX5000 apart is its purposeful design to deliver
outstanding performance and price/performance for both foundational
workloads in modern computational science—physics-driven modeling
and simulation and data-driven Al. This commitment extends across

every layer of the system: software, compute, interconnect, and storage.

As illustrated in Figure 4, these workloads have fundamentally different
characteristics and requirements. The HPE Cray SC GX5000 uniquely
provides a unified HPC and Al infrastructure that treats both workloads as
first-class citizens, providing exceptional performance whether they are run
independently or together to achieve integrated outcomes.

Classic HPC supercomputer or cluster

Main workload:

Physics-based modeling & simulation Both
Main processing unit:

Flagship x86 CPU Both
Main data precision formats: Both
Higher precision (FP64, FP32)

Main network traffic pattern:

All to all Both
Message sizes:

Tend to use small to large sizes Both
Dat.a access pattern.: Both
Mainly write intensive

Order of data access: Both

Mainly sequential

Figure 4. Differences between classic HPC and pure Al

It is increasingly common to run multiphysics models
and Al models together to predict a joint outcome.

— Coupling multiphysics and Al models: Multiphysics
models simulate complex systems involving multiple
physical phenomena (for example, fluid flow, heat
transfer, structural mechanics) using traditional
computational methods. Al models (such as neural
networks or other machine learning algorithms)
can be used to augment, accelerate, or analyze
simulation results, or even predict certain outcomes
directly. These models can be coupled so that,
for example, the output of a physics simulation
becomes the input for an Al model (or vice versa),
or both models run in parallel and their results are
integrated for decision-making.

— Joint prediction: The goal of this approach
is to leverage the strengths of both
approaches: physics-based accuracy and
Al-based pattern recognition and speed. This
can dramatically improve prediction quality and
efficiency or provide insights that are hard to
obtain using either model alone.

HPE Cray SC GX5000 solution

Al factories

Main workload:
Data-driven Al

Main processing unit:
Flagship GPU

Main data precision formats:
Lower precision (FP8, FP4)

Main network traffic pattern:
All reduce

Message sizes:
Tend to use larger message sizes

Data access pattern:
Mainly read intensive

Order of data access:
Mainly random

Selected example use cases

Weather forecasting: Physics-based numerical
weather prediction models can be combined with Al
models that learn from historical patterns to deliver
more accurate forecasts.

Engineering design: Multiphysics simulations of
complex systems like aircraft turbines or nuclear fusion
reactors can be supplemented by Al models that
predict failure modes or optimize design parameters.

Drug discovery: Molecular multiphysics
simulations can be used alongside Al models that
predict binding affinities or suggest promising
compound modifications.

The unified HPC and Al architecture of HPE Cray
SC GX5000 was purpose-engineered to enable
accelerated scientific breakthroughs by running
multiphysics models and Al models together to

predict a joint outcome.
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Price/performance

Seymour Cray’s pioneering design philosophy emphasized
boosting density in supercomputers to reduce latency and achieve
superior price/performance. This approach was famously embodied in

the Cray-1's iconic C-shaped, liquid-cooled compute core, where Cray
insisted that no cable exceeds four feet, providing minimal signal delay.
The lasting impact of the Cray-1's innovation is now celebrated by the
United States Mint, which will feature the Cray-1 supercomputer in the 2026
American Innovation $1 Coin Program (see Figure 5), honoring its profound
contributions to global scientific discovery.

f o

SUFERSCIMEUTER |

Figure 5. The Cray-1 coin of the 2026 American Innovation $1 Coin Program

Building on this legacy, the HPE Cray SC GX5000
continues to embody Cray’s (now HPE's) design
mandate that has been proven for five decades,
offering one of the highest performance densities in
the industry.

HPE Cray Supercomputing GX5000 features new direct

liquid cooled compute racks that at general availability
can accommodate equipment up to 400 kilowatt (kW)
power consumption with room to grow to 1 megawatt
(MW) in the future—to accommodate the next-next
generation GPUs for years to come.

Each rack features 44 slightly taller rack units, called
an OpenU (OU), that is 48 mm high (the traditional
rack unit is 44.5 mm tall) that can be populated with
power shelves, processing blades or HPE Slingshot
switch blades.

Multi-vendor, multi-workload direct liquid cooled
processing blades for HPE Cray SC GX5000

— HPE Cray Supercomputing GX440n Accelerated
Blade with 4 NVIDIA Arm® “Vera” CPUs and 8
NVIDIA “Rubin” GPUs. This blade is recommended
for customers who desire a universal compute
engine for mixed-precision computing with NVIDIA
CPUs and GPUs—like the recently announced
Mission and Vision supercomputers of Los Alamos
National Laboratory.® Up to 24 of those blades can
be configured per compute rack—enabling up to
192 NVIDIA Rubin GPUs per rack.

8 hpe.com/us/en/newsroom/press-release/2025/10/hpe-to-build-mission-and-

— HPE Cray Supercomputing GX350a Accelerated
Blade with one AMD Venice SP7 600 Watt CPUs with
up to 256 cores per CPU and 4 AMD Instinct MI430X
series GPUs—a new MI400 Series accelerator
engineered specifically Al and HPC. This blade is
recommended for customers who desire a universal
compute engine for mixed-precision computing with
AMD CPUs and GPUs—like the recently announced
Discovery supercomputer of Oak Ridge National
Laboratory.® Up to 28 of those blades can be
configured per compute rack—enabling up to up to
112 AMD MI430X accelerators per rack.

— HPE Cray Supercomputing GX250 Compute Blade
with 8 AMD Venice SP7 600 Watt CPUs with up to
256 cores per CPU. This blade is recommended
for customers who desire to build a CPU-only
partition for double-precision workloads in their
next generation supercomputer. In that case, the
GPU partition of the next generation supercomputer
could be built on either one of the above
accelerated blades—depending on the preference
of the customer. Up to 40 of those blades can be
configured per compute rack—enabling up to 81,920
CPU cores per rack.

All processing blades feature a choice of either 4 or

8 HPE Slingshot 400 Gbps endpoints per blade and
an option for 2 NVMe SSDs per blade. A mix of the
processing blades mentioned above can be deployed
in an HPE Cray GX5000 compute rack to enable

the most cost-effective mix of processing blades for
smaller deployments.

9 hpe.com/us/en/newsroom/press-release/2025/10/hpe-to-build-two-

vision-supercomputers-for-los-alamos-national-laboratory-in-collaboration-

systems-for-oak-ridge-national-laboratory-next-generation-exascale-

with-nvidia-to-support-ai-research-and-national-security.ntml

supercomputer-discovery-and-ai-cluster-lux.html
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Direct liquid cooled HPE Slingshot 400
infrastructure embedded in HPE Cray SC GX5000

The 400 gigabit per second (Gbps) generation of
HPE Slingshot already was announced in November
2024 at SC24. Like its predecessor—HPE Slingshot
200 that powers all of the world’s exascale
supercomputers—the key differentiation is superior
performance for converged HPC and Al workloads at
scale and under heavy load across the full range of
traffic patterns and message sizes. Customers get that
superior performance at superior economics as they
can utilize all the available bandwidth deployed in a
lower cost and higher performance topology.

What's new for HPE Cray SC GX50007?
— New HPE Slingshot 400 switch blade chassis

Purpose-engineered for HPE Cray SC GX5000, the
chassis can either fit 8, 16 or 32 liquid cooled HPE
Slingshot 400 switch blades with either 512, 1,024 or
2,048 ports in total.

— New HPE Slingshot 400 switch blade

Purpose-engineered for HPE Cray SC GX5000,

the 100% direct liquid cooled switch blade has

64 400 Gbps port. The “half-width” switch blades
are deployed in groups of either 8, 16 or 32 switch
blades in the chassis mentioned above. in any of
those three switch group configurations, 50 percent
of the ports are wired in the midplane of the chassis
for connectivity between the switches in the switch
group. The other 50 percent of the ports are used
for processing blade connections, as well as for
connectivity between switch groups.

— New HPE Slingshot 400 Network Interface
Card (NIC)

Purpose-engineered for HPE Cray SC GX5000, the
liquid cooled Dual-NIC/Dual PCle mezzanine card
in OCP-Wide Form Factor is providing a choice of
either four or eight 400 Gbps injection ports per
GX5000 processing blade.

The new HPE Slingshot chassis and the new blade
switches are at the core of how an HPE Cray SC
GX5000 solution is designed in order to get the
specific customer the maximum application
performance for the available budget.

The core concept is the “Scalable Unit” (SU) that is a
combination of compute racks, processing blades,
HPE Slingshot chassis and power shelves. It manifests
itself in a number of compute racks in the middle

of which some have the HPE Slingshot chassis with
either 8, 16 or 32 HPE Slingshot switch blades, the
required number and type of processing blades and
two sidecar pump racks on either side of the compute
racks as bookends.

Examples for lllustration:
Example 1: Customer needs 5,120 NVIDIA Rubin GPUs

The most cost-effective SU is 4 compute racks in

the middle with a total of 64 HPE Cray SC GX440n
accelerated blades (512 NVIDIA Rubin GPUs) with two
sidecar pump racks on either side as bookends. Only
one of the compute racks needs an HPE Slingshot
switch blade chassis with 32 switch blades as it can
serve the networking needs of all the racks in the

SU. 10 of those Scalable Units fulfill the customer
requirement in the most cost-effective way.

Example 2: Customer needs about a million CPU cores

The most cost-effective SU is 8 compute racks in the
middle with a total of 256 HPE Cray SC GX250 compute
blades (524,288 CPU cores total in 2,048 AMD Venice
CPUs) with two sidecar pump racks on either side.
Every second compute rack has an HPE Slingshot
switch blade chassis with 16 switch blades each. Two of
those SUs fulfill the customer requirement in the most
cost-effective way.

In addition to its ultra-dense, liquid-cooled compute
infrastructure, the GX5000 delivers two key structural
advantages that drive outstanding price/performance
for next-generation supercomputers.

First, unlike other vendors who must resell third-party
interconnects, HPE leverages its own exascale
interconnect—HPE Slingshot—mitigating extra costs
and complexity. By streamlining pricing through
products from a single vendor, you benefit from
significant cost savings.

Second, while competitors often rely on proprietary
storage systems that impose capacity-based licensing
fees, HPE Cray SC GX solutions feature HPE Cray SC
Storage Systems E2000 and K3000. These systems
integrate the open-source file systems Lustre and
DAQOS, avoiding additional licensing costs. As a result,
you can allocate more of your budget toward compute
nodes, rather than proprietary file systems, offering
greater application performance for the budget of your
next-generation supercomputer.

HPE Cray SC GX5000 with embedded direct
liquid-cooled HPE Slingshot switches and HPE Cray SC
Storage Systems E2000 and K300O0 enables you to get
more performance for your budget.
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Why choose HPE for your
next-generation supercomputer?

For organizations that rely on high performance,
supercomputing-scale solutions to achieve their
mission or business objectives, HPE stands out as the
premier partner. HPE offers a unique combination of
capabilities that no other provider can match in their
entirety. Here’'s what sets HPE apart:

Comprehensive HPC and Al software stack

From advanced programming environments for
both CPUs and GPUs to productivity-enhancing user
services and robust system management tools, HPE
delivers a complete software ecosystem.

Ultra-dense, direct liquid-cooled HPC and
Al compute

HPE’s innovative liquid-cooled supercomputing racks
deliver efficient, high-density compute power—ideal
not only for next-gen supercomputers but also for
distributed HPC and Al clusters.

Exascale interconnect for HPC and Al workloads
with Ethernet Economics

Benefit from fine-grained adaptive routing, ultra-low
latency through hardware acceleration, and automatic
congestion management—all at the cost efficiency

of Ethernet.

HPC and Al storage systems with
open-source economics

HPE supports DAOS- and Lustre-based storage
solutions, providing exceptional read/write data
access performance, 24x7 technical support, and no
capacity-based licensing fees.

Global HPC and Al services

Boost your investment with expert services—ranging
from application performance optimization to turnkey
implementation, plus global 24x7 operational support.

Unwavering commitment to converged HPC and Al

HPE is dedicated to driving global scientific discovery,
anchored in its mission to advance the way people live
and work.

With this unparalleled combination of technology,
expertise, and support, HPE empowers organizations
to realize the full potential of their next-generation
supercomputing investments.
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Visit HPE.com

Learn more at
HPE.com/Cray

Chat now
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Get started

Every HPE Cray SC GX5000
solution is uniquely tailored to

meet your specific needs. Each
design is customized to address
your individual workloads,

with application performance
optimization driving the
configuration to help ensure peak
efficiency. The process begins

with a complimentary discovery
workshop, where your team
collaborates with our experts to
explore the HPC and Al applications
critical to achieving your mission or
business objectives. Based on these
insights, our specialists design a
solution optimized for the highest
application performance within
your budget.

While the exact specifications of
the next-generation processing
units integrated into HPE Cray

SC GX5000 on 100% direct
liquid-cooled HPE Cray SC compute
and accelerated blades are still
undisclosed by our silicon partners,
the discovery workshop will take
place under a non-disclosure
agreement (NDA) for full
transparency and collaboration.

If you're ready to unlock your
ambitions that can change the
world, click the Chat now button to
ask for a meeting with our HPE Cray
SC experts and schedule your
personalized workshop today.
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