
Build your 
foundation for 
multi-workload AI  
Integrated solutions for a variety  
of use cases, co-developed and  
co-engineered by HPE and NVIDIA.

Solution brief



Tackle diverse workloads with  
workload‑specific architectures

While earlier AI deployments were often optimized 
for a narrow set of training and inference workloads, 
today’s production AI environments must support 
a much broader range of applications, including 
vision, language, reasoning, retrieval, and agentic 
workflows. Each of these applications brings its 
own performance profile, latency requirements, 
and deployment constraints. Meeting these varied 
demands requires right-sized, validated solutions 
with accelerated compute matched to the specific 
needs of the AI model.

To address these requirements, HPE and NVIDIA 
have co-developed and co-engineered a set of 
integrated blueprints. These blueprints combine 
HPE ProLiant servers, NVIDIA® RTX PRO™ Blackwell 
Server Edition GPUs, NVIDIA AI Enterprise software, 
and HPE management capabilities into validated 
configurations that reduce deployment risk and 
accelerate time to production. Each is designed 
for a distinct class of AI workload, providing a clear, 
validated path from concept to deployment. This 
blueprint approach provides a flexible foundation 
that you can adopt quickly and scale confidently as 
your AI strategies evolve.
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Production-ready foundations for AI workloads
Running modern AI workloads at scale requires infrastructure that can 
deliver consistent performance across edge, data center, and distributed 
environments. HPE ProLiant Compute with NVIDIA RTX PRO Blackwell Server 
Edition GPUs provides that foundation, combining enterprise-grade compute 
with next-generation GPU acceleration in co-developed,  
co-engineered platforms built for multiple, demanding AI workloads.

Compute infrastructure

Blueprints are built on HPE ProLiant Compute servers designed to match the 
needs of each deployment environment.

HPE ProLiant DL145 Gen11 is a compact, ruggedized edge server built 
for space-constrained or harsh environments. It supports operating 
temperatures from –5°C to 55°C, includes air filtration and vibration 
tolerance, and offers flexible wall, desk, and rack mounting options. With 
its Environmental Ruggedization Option Kit and simplified management, it 
delivers dependable performance where data is generated. 

HPE ProLiant Compute DL345 Gen12 is scalable 2U, single-socket server 
delivering high compute performance at 1P economics. With support for up 
to 12 LFF, 24 SFF, or 36 EDSFF drives and up to 6 TB of memory, it is ideal for 
data-intensive workloads requiring both processing power and large-scale 
storage. It supports up to two NVIDIA RTX PRO™ 6000 Blackwell Server 
Edition GPUs or up to four 4500 GPUs.

HPE ProLiant DL385 Gen11 is a versatile 2U, dual-socket platform that 
delivers strong performance AI in edge and data center environments. It 
offers high core counts, robust memory bandwidth, and flexible storage 
options to support data-intensive and latency-sensitive workloads. With 
enterprise-grade security, simplified management, and broad configurability, 
the DL385 Gen11 provides a dependable, scalable foundation for running 
mixed workloads across distributed locations.

HPE ProLiant Compute DL380 Gen12 is a versatile 2U, dual-socket 
enterprise server purpose built for generative AI image workloads, video 
analytics, transcoding, and small-model inferencing. It delivers high compute 
performance, extensive memory scalability, and fast data transfer rates for 
demanding AI pipelines.

HPE ProLiant Compute DL380a Gen12 is a 4U, dual-socket, rack optimized 
platform designed for GPU-accelerated AI inference and data-intensive 
workloads. With up to 144 processing cores and supporting up to 4 TB 
of DDR5 memory, it offers high memory bandwidth, PCIe Gen5 I/O, and 
exceptional GPU density. The system supports up to ten double-width  
GPUs, including NVIDIA RTX PRO 6000 Blackwell Server Edition GPUs,  
for large-scale inference and visual computing.
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Software and libraries

The software foundation for enterprise AI

Successful AI deployments depend on more than powerful infrastructure. 
Management, operations, governance, and AI software are critical to  
moving from pilot projects to production environments that can be 
deployed, monitored, secured, and scaled efficiently. Together, HPE and 
NVIDIA provide an integrated software foundation that simplifies system 
management, streamlines operations, and accelerates AI application 
development and deployment.

HPE Integrated Lights-Out (iLO) provides secure, remote server 
management for HPE ProLiant Compute platforms, giving IT teams visibility, 
control, lifecycle management, and built-in security capabilities throughout 
the server lifecycle. Administrators can monitor system health, manage 
updates, troubleshoot issues remotely, and maintain security policies from 
virtually anywhere, helping reduce operational complexity and improve 
system reliability.

HPE Compute Ops Management delivers a cloud-based experience 
that simplifies server lifecycle management across distributed compute 
environments at scale. Through a unified console, teams can monitor  
server health, automate routine operations, streamline updates, and gain 
visibility from data center to edge, enabling more efficient operations with 
less manual effort.

NVIDIA AI Enterprise is an end-to-end software platform for developing and 
deploying production AI. It includes the tools, frameworks, microservices, 
and enterprise support needed to build, customize, and run generative 
AI, agentic AI, computer vision, and analytics workloads. By providing 
a validated and optimized AI software stack, NVIDIA AI Enterprise helps 
organizations accelerate development, simplify deployment, and bring AI 
applications into production with greater confidence.

Optimized AI Libraries and Frameworks

Underlying these software platforms is a rich ecosystem of NVIDIA 
AI libraries, models, and frameworks that accelerate data processing, 
model training, inference, retrieval, and AI governance. These optimized 
components help improve performance, shorten development cycles, and 
enable organizations to build sophisticated AI solutions more efficiently while 
taking advantage of GPU acceleration across the AI lifecycle.

Multi-workload acceleration 

The NVIDIA RTX PRO™ 4500 
Blackwell Server Edition GPU is a 
universal accelerator for AI inference, 
video analytics, and data processing. 
It can process hours of video in 
minutes, accelerate machine learning 
across structured and unstructured 
data, and run multiple workloads 
on the same infrastructure without 
sacrificing performance. It delivers up 
to 100x faster vision AI understanding 
compared to CPU-only systems while 
reducing server footprint and energy 
consumption by more than 95%.1 

For more demanding workloads or 
larger model sizes, the NVIDIA RTX 
PRO 6000 Blackwell Server Edition 
GPU is the ultimate data center 
GPU for AI and visual computing, 
delivering breakthrough acceleration 
for a broad range of use cases, from 
agentic AI, physical AI, and scientific 
computing to rendering, 3D graphics, 
and video. They deliver up to 45x 
better performance, which results 
in 18x higher energy efficiency with 
lower cost of ownership compared 
with CPU-only 2U systems.2 

1 � �Source: NVIDIA.com, NVIDIA RTX 
PRO 4500 Blackwell Server Edition, 
accessed June 2026.

2 �Source: NVIDIA press release, 
NVIDIA RTX PRO Servers With 
Blackwell Coming to World’s 
Most Popular Enterprise Systems, 
August 2025.

https://www.nvidia.com/en-us/data-center/rtx-pro-4500-blackwell-server-edition/?ncid=no-ncid
https://www.nvidia.com/en-us/data-center/rtx-pro-4500-blackwell-server-edition/?ncid=no-ncid
https://nvidianews.nvidia.com/news/nvidia-rtx-pro-servers-with-blackwell-coming-to-worlds-most-popular-enterprise-systems?ncid=no-ncid
https://nvidianews.nvidia.com/news/nvidia-rtx-pro-servers-with-blackwell-coming-to-worlds-most-popular-enterprise-systems?ncid=no-ncid
https://nvidianews.nvidia.com/news/nvidia-rtx-pro-servers-with-blackwell-coming-to-worlds-most-popular-enterprise-systems?ncid=no-ncid
https://nvidianews.nvidia.com/news/nvidia-rtx-pro-servers-with-blackwell-coming-to-worlds-most-popular-enterprise-systems?ncid=no-ncid
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Target use cases for AI blueprints
The following high-value use cases benefit from right sized, validated 
architectures based on the blueprints co developed and co engineered  
by HPE and NVIDIA. 

Video analytics search and summarization

AI models can process hours of video in minutes to identify anomalies, 
highlight events of interest, and surface potential issues so organizations can 
improve safety, efficiency, and situational awareness while reducing the time 
and effort of manually reviewing video footage. This blueprint applies vision 
language models, GenAI, and retrieval workflows to search, analyze, and 
summarize video streams in real time, supporting use cases in healthcare, 
smart city operations, and manufacturing.

NVIDIA Blueprint Build a Video Search and Summarization (VSS) Agent

Small/medium/large3  
Use cases:

	— Patient monitoring

	— Traffic monitoring

	— Manufacturing 
quality control  
and inspection

HPE ProLiant Compute DL380a Gen12 
2–8x NVIDIA RTX PRO 6000 Blackwell Server  
Edition GPU 

Small  
Use case: 
Manufacturing quality 
control and inspection

HPE ProLiant Compute DL385 Gen11 
2–4x NVIDIA RTX PRO 6000 Blackwell Server  
Edition GPU 

Software HPE iLO, HPE Compute Ops Management, and NVIDIA  
AI Enterprise

Libraries Nemotron LLMs, NeMo Retriever embedding models, 
and optional RAG/vector database frameworks

3 �For more information, read  
the architecture guide.

https://build.nvidia.com/nvidia/video-search-and-summarization
https://www.hpe.com/psnow/doc/a00155057enw
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Agentic AI for autonomy at the edge 

Automating decisions and actions directly where work happens improves 
responsiveness, reduces reliance on cloud latency, and keeps sensitive data 
onsite. This blueprint enables low-latency agentic AI systems that can reason, 
plan, and act locally, delivering autonomy, faster reactions, and greater 
operational efficiency in distributed environments.

NVIDIA Blueprint AI Q Blueprint for Intelligent Agents

Entry, edge, 
ruggedized

HPE ProLiant Compute DL145 Gen11 
1x NVIDIA RTX PRO 4500 Blackwell Server Edition GPU

Entry rack HPE ProLiant Compute DL345 Gen12 
1x NVIDIA RTX PRO 4500 Blackwell Server Edition GPU

Performance  
rack scale4 

HPE ProLiant Compute DL380a Gen12 
8x NVIDIA RTX PRO 6000 Blackwell Server Edition GPU

Software HPE iLO, HPE Compute Ops Management, and NVIDIA  
AI Enterprise

Libraries NVIDIA Nemotron LLMs (via NIM), NeMo frameworks, and 
foundational NVIDIA AI libraries such as CUDA, TensorRT, 
and Triton Inference Server

Automated clinical conversation documentation system

Healthcare providers are looking for ways to reduce administrative  
burden and give clinicians more time with patients. This blueprint uses 
multimodal AI to transcribe, understand, and generate structured 
documentation from clinician–patient conversations in real time, improving 
accuracy, streamlining charting, and supporting workflows such as intake, 
scheduling, and patient queries.

NVIDIA Blueprint Ambient Healthcare Agents

Entry, edge, 
ruggedized

2x HPE ProLiant Compute DL345 Gen12 
1x NVIDIA RTX PRO 4500 Blackwell Server Edition GPU

Entry rack 2x-4x HPE ProLiant Compute DL380 Gen12 
4x NVIDIA RTX PRO 4500 Blackwell Server Edition GPU

Performance  
rack scale 

HPE iLO, HPE Compute Ops Management, NVIDIA AI 
Enterprise, NVIDIA NIM and NeMo microservices, NVIDIA 
Riva, NVIDIA Nemotron models, and NeMo Guardrails

Software NVIDIA Nemotron LLMs, NeMo Guardrails, NVIDIA 
Parakeet ASR, and NVIDIA Magpie TTS

4 �For more information, read  
the architecture guide.

https://build.nvidia.com/nvidia/aiq
https://build.nvidia.com/nvidia/ambient-healthcare-agents
https://www.hpe.com/psnow/doc/a00156303enw
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Retail shopping assistant at the edge 

Retailers are using AI to enhance in store experiences with personalized 
product discovery that doesn’t depend on cloud connectivity or risk 
customer data leaving the premises. This blueprint delivers fast, onsite 
inference using natural language, images, and embeddings, enabling 
responsive, context-aware shopping assistance while keeping customer 
interactions local and secure. 

NVIDIA Blueprint5 Retail Shopping Assistant

Medium HPE ProLiant Compute DL380 Gen12 
2x–4x NVIDIA RTX PRO 4500 Blackwell Server  
Edition GPU

Software HPE iLO, HPE Compute Ops Management, NVIDIA AI 
Enterprise, NVIDIA NIM microservices, NVIDIA NeMo 
Retriever, and NVIDIA NeMo Guardrails

Libraries Nemotron LLMs, NVIDIA NV‑EmbedQA E5 embedding 
model, NVIDIA NV‑CLIP multimodal embeddings, NeMo 
Guard models

Manufacturing/automotive robotics motion generation 

Manufacturing and automotive operations need robots that can adapt to 
changing conditions and generate precise, efficient motion paths to improve 
throughput and reduce downtime. This blueprint applies AI-driven motion 
planning and simulation to create optimized, adaptive trajectories using 
synthetic data, foundation models, and physics-based simulation.

NVIDIA Blueprint Synthetic Manipulation Motion Generation for Robotics

Large HPE ProLiant Compute DL380a Gen12 
8x NVIDIA RTX PRO 6000 Blackwell Server Edition GPU

Software HPE iLO, HPE Compute Ops Management, NVIDIA AI 
Enterprise, NVIDIA Isaac Lab and Sim, NVIDIA Omniverse, 
NVIDIA Cosmos platform, NVIDIA Project GR00T Mimic, 
and NVIDIA Project GR00T Gen workflows

Libraries NNVIDIA Project GR00T foundation models and NVIDIA 
Cosmos Transfer models

5 �For more information, read  
the architecture guide.

https://build.nvidia.com/nvidia/retail-shopping-assistant
https://build.nvidia.com/nvidia/isaac-gr00t-synthetic-manipulation
https://www.hpe.com/psnow/doc/a00159103enw
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Financial services credit card fraud detection 

Financial institutions must detect fraud quickly and accurately to reduce 
losses, protect customers, and maintain trust. This blueprint uses graph 
based AI models to analyze relationships across accounts, devices, and 
transactions, identifying complex fraud patterns with greater precision and 
fewer false positives.

NVIDIA Blueprint Financial Fraud Detection

Small6 HPE ProLiant Compute DL380a Gen12 
2x NVIDIA RTX PRO 6000 Blackwell Server Edition GPU

Software HPE iLO, HPE Compute Ops Management, NVIDIA AI 
Enterprise, NVIDIA Financial Fraud Training container, 
NVIDIA Dynamo Triton, and NVIDIA RAPIDS

Libraries Graph Neural Networks (GNNs), XGBoost, and NVIDIA 
RAPIDS libraries 

Deliver better outcomes with AI blueprints
By bringing together enterprise-ready infrastructure complete with GPU 
acceleration and optimized software, HPE and NVIDIA transform how you run 
AI workloads. With this approach, you can:

	— Reduce infrastructure complexity: Run multiple kinds of workloads on 
co-developed, co-engineered, and validated blueprints.

	— 	Accelerate performance across workloads: Process AI models faster 
using GPU-accelerated infrastructure.

	— 	Lower costs and improve efficiency: Matching the workload to  
its ideal foundation improves resource utilization and reduces  
operational overhead.

	— 	Enable real-time insight at the edge and in the data center: Act on data 
as it is generated, instead of relying on delayed, cloud-based processing.

	— 	Maintain control over your data: Keep sensitive data onsite to support 
sovereignty, compliance, and security requirements.

	— 	Scale across use cases and environments: Support a range of AI 
workloads as your needs evolve, without rearchitecting.

6 �For more information, read  
the solution blueprint.

https://build.nvidia.com/nvidia/financial-fraud-detection
https://www.hpe.com/psnow/doc/a00149122enw


Visit HPE.com

Build your foundation for modern AI
Integrated solutions co-developed and co-engineered by HPE and NVIDIA 
give you a clearer path to deploy, manage, and scale AI workloads with 
confidence across edge, data center, and distributed environments. 
Workload-specific blueprints can help you move from AI ambition to 
governed production by combining validated HPE ProLiant Compute 
platforms, NVIDIA accelerated computing and AI software, and HPE 
operational expertise. Designed to support multiple kinds of AI workloads, 
these blueprints provide a future-ready foundation with proven performance, 
enterprise-grade security, automated operations, and seamless 
management with unified visibility across distributed environments.

 
Learn more at

	—  HPE ProLiant Compute
	—  HPE and NVIDIA Blueprints
	—  NVIDIA RTX PRO 4500 Blackwell Server Edition GPU
	—  NVIDIA RTX PRO 6000 Blackwell Server Edition GPU
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